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ABSTRACT 
This paper traces some of the history of the development of a model for speech perception in 
which words are assumed to be represented as sequences of bundles of binary distinctive 
features. In the model, probability estimates for feature values are derived from measurements 
of acoustic attributes in the vicinity of acoustic “landmarks.” Landmarks are detected based on 
amplitude changes in various energy bands, and landmarks or pairs of landmarks provide 
evidence for the existence of feature bundles. This paper discusses data and thought processes 
that prompted four significant changes in the formulation of the model over the past decade: 
rule-generated changes in segments versus modifications of cues for features, landmark 
detection, principles of cue selection, and the role of analysis-by-synthesis in verifying word 
hypotheses. The model currently allows for refinement of a cohort of words alongside the 
landmark-to-feature estimation process. In this view, initial estimates of some features based on 
local analysis of the signal are used to propose a cohort. The words in the cohort are used to 
inform landmark/feature estimation based on a more extended context. This process iterates 
between improving feature estimation and refining the cohort to arrive at the model output.  

INTRODUCTION 
This paper provides a brief review of the history of the development of a model of lexical access 
and discusses data and thought processes that prompted changes in the original formulation of 
the model.  The model incorporates methods of signal processing which are derived from 
knowledge of relations between articulation, acoustics, and perception (the Lexical Access 
Project).  

The Lexical Access Project at MIT began in the early 1990’s with the assumption that the 
lexicon is represented in terms of sequences of “segments,” or bundles of binary distinctive 
features (Jakobson, et al., 1952), where a change in the value of a distinctive feature potentially 
leads to a new word. These features are grouped into two classes: articulator-free features and 
articulator-bound features (Table 1). Articulator-free features are not associated with a particular 
articulator (Halle,1992) but are associated with general characteristics of constrictions within the 
vocal tract and the corresponding acoustic patterns formed by these constrictions. These 
features classify segments into broad classes which might be described as vowels and some 
general classes of consonants.  Articulator-bound features specify which articulators are active 
during production, and how these articulators are shaped or positioned.  
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One of the fundamental assumptions of the model is that there are locations or landmarks in the 
acoustic signal which are particularly rich in information related to the configurations of the 
larynx and of the various components of the articulatory tract. This information can be 
expressed in terms of acoustic cues to the distinctive features. Landmarks occur at times of a) 
consonant closures, b) consonant releases, c) glide minima and d) vowel maxima. Landmarks 
are thought to provide initial information about the manner of articulation and the order and 
number of intended segments, and create a road-map for subsequent acoustic analysis 
(Stevens, 2002). Because these locations are likely to be acoustic discontinuities or distinct 
minima/maxima in energy, they should be robustly identifiable to both a listener and an 
algorithm. More importantly, they bear a privileged relationship to the underlying segments of 
the utterance, in the sense that each landmark locates a region in the signal where the cues for 
the various features tend to be concentrated. Other acoustic discontinuities, such as the onset 
of voicing or closure/opening of the velopharyngeal port, also provide useful information, but do 
not have the same privileged relationship to underlying contrastive segments (Stevens,2002). 

Much of the research on this project in the 1990’s and early 2000’s was concerned with the 
development of methods for discerning (1) landmarks and (2) cues for the identification of 
articulator-bound features by examining the signal in the vicinity of these landmarks.  The goal 
was to automate this process, and to derive from these cues the sequences of bundles of 
distinctive features that can then be used to access words and word sequences from the 
lexicon.  Modules for several different types of landmarks and several features were developed, 
including consonant landmarks, vowel landmarks, landmarks for glides, place features for stop 
consonants, the feature [nasal], the voicing feature, and place features for vowels.  Some of 
these modules involved automatic procedures, and some required hand extraction of cues.  The 
accuracy with which these various landmarks and features could be identified in these modules 
ranged from about 60 percent to 95 percent for running speech. 

Table 1.  List of distinctive features for English as grouped 
by articulator-free and articulator-bound classes. 

Articulator-bound features Articulator-free 
features Vowel and glide Consonant 
Vowel 
Consonant 
Continuant 
Sonorant 
Strident 

High 
Low 
Back 
Adv. Tongue root 
Spread glottis 

Lips 
Tongue blade 
Tongue body 
Round 
Anterior 

Lateral Rhotic 
Nasal 
Stiff vocal folds 
 

In this initial decade of research, the focus was on developing improved approaches to a 
bottom-up analysis in which the selection of acoustic cues was guided by knowledge of relations 
between acoustics and production and by principles that helped to predict the sources of 
variability in the acoustic representation of features based on enhancement theory and on 
gestural overlap (Browman and Goldstein,1992; Manuel, 1995; Keyser and Stevens, 2001).  
While the results for feature identification were encouraging, they still fell short of our 
expectations. While the principles on which the model is based were still considered to be valid, 
some aspects of the model needed to be more clearly defined and extended. 
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The following sections detail decisions regarding four changes in the formulation of the model 
and give updates on the current status of these aspects of the model. 

1. RULES VERSUS CUE MODIFICATION 
Originally, and in line with many linguistic theories popular at the time, the model included a set 
of post-lexical rules (cf. Oshika et al. 1975), which could act to change features given certain 
contexts (Stevens,1995). The model aimed to determine phonetic features and then, depending 
on the context, implement a rule-based process to map to a representation in terms of 
distinctive features (in which lexicon is represented). 

As research into developing feature detection modules progressed, two main aspects were 
addressed (1) defining the set of acoustic cues associated with each phonetic feature, and (2) 
defining feature-changing rules for specific contexts. As these two goals were pursued, the data 
showed that with proper selection and interpretation of the cues, evidence for the distinctive 
features was present in the acoustic signal, and there was no need for feature-changing rules.  

Examples of such evidence can be seen in casually spoken phrases like “cat game” or “teen 
bag,” in which a syllable-final alveolar stop or nasal consonant is followed by a syllable-initial 
consonant with a labial or velar place of articulation. It has been observed that closure for the 
alveolar consonant may not occur, and that the labial or velar closure terminates the vowel in 
the first syllable (cf. Zsiga,1994). These events could be interpreted as the consequence of a 
feature-changing rule. Close examination of the initial syllable reveals, however, that the 
formant transitions reflect the fact that the tongue-body movement during much of the latter part 
of the vowel is what might be expected of an alveolar consonant. That is, one of the cues for an 
alveolar consonant is preserved and this cue is used by the listener to recover the alveolar 
consonant.  

2. LANDMARKS 
One of the first aims of the project was the automatic detection of consonant landmarks, based 
on energy variation in six overlapping frequency bands (Liu, 1996). The premise was that the 
detection of landmarks by a listener is largely an auditory process rather than one that involves 
higher-level cognitive aspects of speech perception. In order to fully develop a model to detect 
landmarks, it is necessary to have a means of evaluating the performance of the model. An 
effort was initiated to create a database of “true” landmarks as determined by a trained group of 
researchers. The speech signal was examined visually using the waveform and the 
spectrogram to create such a database (e.g., Choi et al. 1997). This effort has led to the 
quantification of criteria for the placement of landmarks. 

At this early stage in the development of the model, we focused on underlying speech segments 
which were represented in the signal by at least one landmark. More recently we have been 
attempting to develop procedures for uncovering the presence of segments (or feature bundles) 
for which a landmark is not present.  Gestural overlap in the production process appears to 
explain most, if not all, such cases of missing landmarks. Examples of instances where the 
hand-labelers reported that no landmarks could be found for an expected segment include a 
syllabic nasal, as in “sudden”, where there may be no landmark indicating the closure or release 
of /n/, or the casually spoken sequence “I can’t go”, where the underlying /nt/ sequence may not 
show a landmark indicating an alveolar closing or releasing gesture. 
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Our current view is that when an underlying segment is not marked with a landmark, cues to the 
existence and features of the segment are, in most cases, found in the region around the 
neighboring vowel landmark. The majority of the cases of missing landmarks in English involve 
the alveolar place of articulation, as in the above examples. In fact, for the case of a missing 
landmark, the default may be to assume alveolar place of articulation unless the cues indicate 
otherwise. 

3. PRINCIPLES OF CUE SELECTION 
As has been noted above, the initial stages in the proposed model of lexical access are: (1) 
identify particular types of landmarks in the signal; (2) extract feature cues in the vicinity of the 
landmarks; (3) estimate possible sequences of feature bundles in the utterance; and (4) from 
these feature bundles, which may not always provide a clear representation of all the features, 
access the lexicon to obtain words or word sequences that are consistent with the features.  An 
important step in this process is to develop for each feature a set of acoustic cues which can be 
combined to estimate the feature. 

Much early work in the 1950’s and 1960’s on perception of speech contributed information 
about the cues used by listeners to identify phonological categories.  This research, mostly with 
synthetic speech, examined cues such as the role of formant transitions and burst spectra in 
identifying place of articulation for stop consonants, and cues derived from other parameters 
such as rates of formant movement, voice onset time, segment durations, etc.  More recently 
these cues have been augmented and refined through examination of the articulatory processes 
that give rise to the sound patterns for particular features.  A clearer understanding of how the 
production, acoustics, and perception are related to the underlying contrasts in the language 
has evolved, and it has been possible to develop a more rational or principled way of finding 
and classifying a set of cues for each feature. 

Some principles that have evolved from this exercise are the following: 

1. There is a universal set of distinctive features that define the phonological contrasts in 
the world’s languages.  For each of these features, there are acoustic attributes or cues 
that define the feature, together with a defining articulatory action.  A given language 
selects a subset of these features to form its phonological contrasts. 

2. In a given language, additional articulatory actions may be implemented to enhance the 
perceptual saliency of the contrasts associated with some features.  This enhancement 
could strengthen the defining acoustic representation of the feature, and/or could add 
new attributes or cues to the defining acoustic attributes.  Introduction of these 
enhancing gestures may depend on the prosodic and segmental context. 

3. In running speech, the articulatory gestures that give rise to the acoustic patterns 
(including the landmarks) for a sequence of segments may overlap.  A consequence is 
that some of the cues for particular features may be weakened or even obliterated, 
although other cues may remain.  Preliminary work suggests that the enhancing 
gestures are more likely to resist obliteration. 

These observations are helping us to catalog the cues for a given feature in various phonetic 
and prosodic contexts, and to provide a basis for estimating which cues are likely to be robust 
and which are sensitive to gestural overlap.  



Slifka et al.  Lexical Access Project 

From Sound to Sense: June 11 – June 13, 2004 at MIT                         C-89 

4. ROLE OF ANALYSIS BY SYNTHESIS (Local Analysis versus Broader Context) 
Much of our effort in the early stages of model development was directed toward estimation of 
features and feature bundles through local analysis of the signal.  This local analysis rarely led 
to 100 percent correct identification of the features.  In effect, this analysis can at best lead to a 
cohort of possible words or word sequences that are consistent with the sequences of feature 
bundles which are postulated with various degrees of confidence.  In order to increase the 
robustness of the model, we have been working out the details of an analysis-by-synthesis 
approach.  Individual words in the cohort derived from the initial bottom-up analysis could be 
verified by internally synthesizing relevant aspects of the sound pattern and comparing it with 
the observed sound pattern.  This approach has similarities to the TRACE system of McClelland 
and Elman (1986), and the analysis-by-synthesis approach of Stevens and Halle (1967). 

There are several aspects of this top-down approach involving interaction between acoustic 
descriptions of the sound and the lexicon that are likely to yield significant improvement over the 
initial bottom-up analysis: 

1. By introducing constraints imposed by the lexicon, the acoustic analysis is focused only 
on the limited set of possible patterns that can be generated by words in the lexicon. 

2. Internal synthesis of acoustic patterns from a lexical item can be done with full 
knowledge of the context for each feature, including the syllable position and the stress, 
and hence can incorporate this knowledge in estimating the synthesis parameters. 

3. The acoustic pattern resulting from internal synthesis can provide a more detailed 
description than that obtained from measurement of a few cues for each feature in the 
bottom-up analysis. 

SUMMARY: GENERAL STRUCTURE OF THE MODEL 

 
Figure 1: General structure of the current state of the model in the 
Lexical Access Project. 

The current structure of the model is shown in Figure 1. The cohort is defined to be the 
sequence of words from the lexicon that are consistent with the current sequence of feature 
bundles. (At some stages, the sequence of features specified in the bundles may be quite 
sparse.) The left-hand-side of the model represents processes that revolve around direct 
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analysis of the signal. The right-hand side of the model represents those processes that draw 
on information from sources such as the lexicon, knowledge of the language, and 
environmental/context factors such as noise and speaker characteristics. Appropriate signal 
analyses are used to characterize the environment and the speaker(s). The process of cohort 
refinement (center segment of the model) is an iterative process that integrates information from 
both sides of the model and can feed back to both sides to trigger such actions as additional 
context-dependent signal analysis, expansion of the cohort, re-weighting of feature cues due to 
noise, and fine-tuning of expected cue distributions based on speaker knowledge. 
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