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Abstract—Magnetic resonance imaging (MRI) may be viewed
as a two-stage experiment that yields a non-invasive spatial
mapping of hydrogen nuclei in living subjects. Nuclear spins
within a subject are first excited using a radio-frequency (RF)
excitation pulse and proportions of excited spins are then detected
using a resonant coil; images are then reconstructed from this
data. Excitation pulses need to be tailored to a user’s specific
needs and in most applications need to be as short as possible, due
to spin relaxation, tissue heating, signal-to-noise ratio (SNR), and
data readout limitations. The design of short-duration excitation
pulses is an important topic and the focus of our work.

One may show that RF excitation pulse design, under certain
conditions, involves choosing to deposit energy in a continuous,
3-D, Fourier-like domain (“excitation k-space”) in order to form
some desired excitation in the spatial domain. Energy may only
be deposited along a 1-D contour, and there are limitations on
where and how it may be placed; the most important fact is
that excitation pulse duration directly corresponds to the length
of the chosen contour and the rate it is traversed. The problem
then is to find a sparse “trajectory” (and corresponding energy
deposition) within this k-space such that a high-fidelity version
of the desired excitation is formed in the spatial domain.

We show how sparsity and simultaneous sparsity are appli-
cable to 2-D and 3-D excitation pulse design and present a
novel instance where simultaneous sparsity is desirable. We then
discuss how to apply sparse approximation concepts to produce
RF pulses. These “sparsity-enforced” designs, generated via con-
vex relaxation techniques, significantly outperform conventional
pulses: for fixed pulse duration, sparsity-enforced pulses always
produce higher-fidelity excitations.

Index Terms—magnetic resonance imaging, MRI RF pulse
sequence design, sparse approximation, sparsity, simultaneous
sparsity, second-order cone programming

I. INTRODUCTION

Magnetic resonance imaging (MRI) is an extremely useful
tool for producing high-resolution images of any part of the
human body. Unlike computed tomography (CT), MRI does
not require the use of any hazardous ionizing radiation and
is generally a safe, practical procedure. While comprehensive
descriptions of MRI can be found in, e.g., [1], what follows
is a brief introduction to the modality to provide adequate
context for discussing sparsity-enforced MRI pulse design.

Fig. 1 depicts a proto-typical MR system that consists of:
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Fig. 1. Cutaway view of a proto-typical MR scanner. The system’s main
field, B0, is oriented along the spatial z axis (directed from the feet to the
head). In the steady resting state, nuclear spins within the subject align with
this main field and precess at the Larmor frequency, ω0 = γB0 (rad/sec).
[Image c©2008 National Magnetic High Field Laboratory, Tallahassee, FL,
USA. Used with permission.]

• A strong magnetic main field that in most cases is gen-
erated by driving a large current through superconducting
coils. This field, B0 (Tesla), is directed from the feet to
the head and defines the spatial z axis. When a subject is
placed within the bore of the magnet, hydrogen atoms (H+)
within the subject transition into a steady state, aligning
fully with B0 and precessing at the Larmor frequency,
ω0 = γB0 (rad/sec), where γ is the gyromagnetic ratio,
a known physical constant (Hz/Tesla).
• A set of gradient coils that are able to impart controlled
spatially-linear variations (gradients) on the z-directed B0

field as a function of x, y, or z, when driven with the proper
currents. The continuously-valued gradient waveforms are
denoted g(t) = [gx(t), gy(t), gz(t)]T.
• A radio-frequency transmission coil, whose field is ori-
ented perpendicularly to the static main field and tuned to
the Larmor frequency. This coil is able to influence nuclear
spins in the subject when driven by an RF waveform, b(t).
• A reception coil that is able to detect, by induction, pre-
cessing transverse components of spins that have deviated
from the steady state. This hardware is often integrated
directly with the transmission coil.
• A digital interface that is able to send trains of waveform
samples to the gradient and RF coils, as well as sample
signals sensed by the receive coil.

Now let us consider an imaging scenario where our goal
is to image the density of protons within a thin slice of the
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Fig. 2. Larmor precession and spin recovery: a spin is excited by an RF pulse
and tilted away from the z axis. It then returns to its steady-state position,
precessing at a rate ω0 = γB0 when in the presence of a main field of strength
B0. The rate at which the longitudinal z component recovers, and at which
the transverse components decay, is modeled well by the tissue-dependent
exponential time constants T1 and T2. Here, the spin has only been tilted by
a small angle away from z; this is called small-tip-angle excitation.

subject’s brain. To begin, a subject lies motionless within the
scanner; all magnetic spins are in steady-state alignment with
z. The gradient coils are dormant, and the reception coil, only
capable of detecting transverse (non-z-directed) components
of oscillating spins, senses only thermal noise. Suddenly, a
specially-crafted RF pulse is sent through the transmission
coil. The pulse excites only those spins within a thin slice of
tissue within the subject’s brain, most often only those spins
within (z−δ/2, z+δ/2) to produce a “single-slice excitation”.
Spins within this δ-mm-thick slice are tilted away from their
steady-state z-directed position (to some extent), while those
outside the slice are left in perfect alignment with the main
field.1 These spins precess at the Larmor frequency, rotating
around the z axis at the angular rate w0, all while returning
to the z-directed steady state position. The transient behavior
of such an excited magnetic spin is illustrated in Fig. 2. The
rate at which the spin’s z-component recovers is modeled well
by an exponential time constant, denoted T1, and the rate at
which its transverse components decay is modeled well by an
exponential time constant denoted T2. These constants depend
on tissue type as well as field strength, e.g., white brain matter
has T1 ≈ 780 ms and T2 ≈ 80 ms when B0 = 1.5 Tesla [1].

As the transverse components decay, they induce a current
in the receive coil; this is referred to as free induction decay
(FID). During this brief time, the system enables its analog-to-
digital converter and samples the FID signal, s(t). The Fourier
transform of this waveform is then computed, but because all
spins within the thin slice of tissue have precessed at ω0, no
spatial information is obtained: the magnitude of the Fourier
component corresponding to ω0 simply indicates the density of
excited spins within the entire slice. The receive coil has done
little more than provide us with the integral of all detectable
spins; only the “DC” component of the image we wish to
generate has been determined.

1Here, spins within the slice are all tilted uniformly, e.g., 30 degrees at
all (x, y, z = z0 ± δ/2) locations. Flip-angle uniformity is crucial because
if spins are tilted non-uniformly, the intensity of the resulting image will no
longer correspond to the actual density of underlying spins. The image will
contain contrast and SNR non-uniformities, limiting its diagnostic quality.

What must be done to produce a useful spatial image of
spin proportions within the thin slice? The late Paul Lauterbur
conceived of the solution [2]: induce a gradient along the main
field during the excitation process and make spins at different
spatial locations precess at different rates; this lets the readout
coil observe a signal with a spread of frequency components,
each corresponding to spin proportions at a particular point in
space. Consider, for example, applying a gradient of magnitude
Gx such that the z-directed B0 field varies with x, i.e.,
B(x) = B0 + xGx. Now a spin at x will precess at rate
w(x) = γB(x) after applying the RF pulse, rather than
simply at rate ω0. The signal observed by the readout coil is
now comprised of various significant frequency components
whose magnitudes provide spatially-dependent spin density
information. Extending this process to two dimensions (using
both x and y gradients) permits the readout and reconstruction
of a 2-D image whose intensity at (x, y) corresponds with the
density of spins at (x, y, z0 ± δ/2).

The scenario outlined above—namely, exciting a thin slice
of tissue—is referred to as “thin-slice excitation” and is the
predominant type of MRI excitation conducted today. This
type of excitation dominates the field because it simplifies
the readout stage by permitting the system to record and
reconstruct an image from only two dimensions of data.
One topic that remains unexplained is how to design an RF
pulse that uniformly excites spins within only a thin slice of
tissue. The creation of such pulses is the focus of our work.
The design problem is essentially one of choosing g(t) and
b(t) such that spins across (x, y, z) undergo a user-defined
spatially-tailored excitation. We will show how sparsity arises
and may be exploited in this context. In Sec. II, we will provide
background about RF pulse design and (simultaneous) sparse
approximation. In Sec. III, we introduce “sparsity-enforced”
RF pulse design. Section IV presents experimental results, and
concluding remarks appear in Sec. V.

II. BACKGROUND

A. RF Excitation Theory

Small-tip-angle approximation. The interaction between
the RF pulse, gradient waveforms, and resulting excitation is
governed by a nonlinear 3-D coupled differential system, the
Bloch equation [3]. Fortunately, we may simplify this system
by assuming that all spins will, at most, be tilted by only a
small angle. Strikingly, this produces not only a linear system,
it yields a Fourier relation between the RF pulse, gradients,
and resulting excitation pattern [4]. This assumption holds
extremely well for up to a 60-degree tip and approximately
for up to a 90-degree tip, breaking down for tips nearing 180
degrees [4]. Formally, the small-tip-angle assumption leads to
the following (approximate) Fourier relationship between the
four time-domain waveforms and resulting excitation:

m(r) = iγM0S(r)
∫ L

0

b(t)eir·k(t)dt, (1)

where M0 is the steady-state magnetization, r = [x, y, z]T a
spatial variable, t a temporal variable (sec), m(r) the complex-
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valued transverse magnetization due to the transmission of
the RF pulses in the presence of the time-varying gradients
(rad), S(r) the complex-valued “spatial transmit profile”2 of
the transmission coil (Tesla/volt), b(t) the RF pulse (volts), L
the duration of the RF pulse and gradient waveforms (sec),
and k(t) = [kx(t), ky(t), kz(t)]T = −γ

∫ L

t
g(τ)dτ [5].

Now assume the gradients, g(t), are fixed, in turn fixing
k(t). Based on (1), k(t) may be visualized as a time-dependent
trajectory through excitation k-space (the 3-D Fourier do-
main).3 The energy of the RF signal b(t) is deposited along this
1-D contour, and the Fourier transform of this energy-weighted
trajectory yields a sound approximation of the excitation
pattern that results after the transmission of b(t) and g(t).

Parallel excitation. Recent systems have emerged whose
transmit coils are comprised of P > 1 elements, each capable
of independent, simultaneous transmission, e.g., [6]. Because
each of the P transmission elements has its own corresponding
spatial transmit profile, denoted Sp(r), and assuming the
small-tip-angle assumption still holds, (1) extends as follows:

m(r) = iγM0

P∑
p=1

Sp(r)
∫ L

0

bp(t)eir·k(t)dt, (2)

where bp(t) is the RF pulse played along the transmission
coil’s pth channel (volts) [5]. If the gradients here are the
same as in (1), the trajectory k(t) remains the same, but now
there are P energy weightings being deposited along it; the
pth weighting produces an excitation in the spatial domain
(impacted by Sp(r)) and the superposition of the P individual
excitations yields the overall excitation.

The presence of multiple excitation elements allows one to
undersample an excitation trajectory and yet often still form a
high-fidelity version of the desired excitation. Undersampling
is greatly beneficial: it reduces the distance traveled in k-space
and thus the duration of the corresponding pulse.

Conventional RF pulse design. Suppose we have a P -
channel system and want to produce a desired excitation d(r).
Formally, let us seek bp(t)s in (2) such that the resulting
m(r) is close in the `2 sense to d(r) for all r in some
region of interest, called the field of excitation (FOX). First,
a set of gradients is chosen to traverse a contour in k-space
that is considered useful. Then, (2) is discretized in space at
locations r1, r2, . . . , rNs , and uniformly sampled in time at
t1, t2, . . . , tNf

(samples are spaced by ∆t). This yields

m = S1Fb1 + · · ·+ SP FbP

= [S1F · · ·SP F]




b1

...
bP


 = Atotbtot,

(3)

where Sp ∈ CNs×Ns is a diagonal matrix comprised of Ns

samples of Sp(r) taken within the FOX. The next matrix, F ∈
2The transmission coil’s spatial profile, S(r), is essentially a “basis

function” that conveys how capable the coil is at exciting spins across space.
For example, if S(r) = 0, then the coil is incapable of tilting spins at r.

3This space is not equivalent to the “readout Fourier space” from which
MR data is sensed in the form of the signal s(t).

CNs×Nt , is an operator that brings energy placed in k-space
into the spatial domain at the Ns locations where each coil
profile is sampled. Formally, F(m,n) = iγM0∆te

irm·k(tn).
Finally, bp ∈ CNt contains samples of bp(t) [5].

A set of P RF pulses that (approximately) achieves the
desired excitation may now be generated by solving

d = Atotbtot (4)

for btot, where d ∈ CNs is constructed by sampling d(r).
Solving (4) via Tikhonov regularization is one way to find a
well-conditioned solution btot, i.e.,

min
btot

{‖d−Atotbtot‖22 + δ‖btot‖22}. (5)

Setting δ to a small positive value and then solving (5)
typically yields a well-conditioned btot without seriously im-
pacting the residual `2 error [5]. Samples of each of the P RF
pulses may now be extracted from btot, played through the
real system, and used to produce an excitation close to d(r).

B. Spoke-Based RF Pulses

We now focus on a class of slice-selective pulses comprised
of segments that resemble sine cardinals (sincs). We refer to
these pulse segments as “spokes” [6] because as each is played,
its trajectory in k-space is a straight line. In the small-tip-
angle regime, a rectangle-like slice profile along the z axis is
achieved by placing a sinc-like RF pulse segment (a spoke)
in the kz direction of excitation k-space. In practice, a true
sinc along kz is replaced by a finite-length, sinc-like waveform
[6]. The time-bandwidth product and kz-extent of the segment
influence the thickness and transition edges of the slice.

Single vs. multi-spoke pulses. Playing a single sinc-like
spoke at (kx, ky) = (0, 0) (DC) in k-space is one way
to excite a thin slice, and represents the traditional method
of slice-selective excitation for conventional MRI systems
equipped with single-channel (P = 1) transmission coils. In
this approach, each of the system’s excitation channels encodes
a single amplitude and phase along the spoke, and the typical
goal is to produce a uniform in-plane [i.e., (x, y)] excitation.
A single frequency sample in (kx, ky), however, does not
provide any ability to tailor the resulting in-plane excitation
pattern when using a single-channel excitation system; even
with a multi-channel excitation system, significant tailoring is
not possible with this approach. In order to strongly influence
the in-plane excitation flip angle, one must place a number of
spokes at various locations in (kx, ky), modulating the ampli-
tude and phase of each to form a desired in-plane transverse
magnetization; here, the complex weightings in (kx, ky) form
the in-plane excitation, while the sinc-encoded kz traversals
provide slice selectivity in z. Simultaneous slice selection
and in-plane tailoring are possible due to the separability of
the 3-D Fourier transform that relates the spatial excitation
to the deposition of energy in k-space. Unfortunately, using
multiple spokes has the negative consequence of increasing
pulse duration. Thus, an ideal spoke-based pulse is one that
not only achieves the user-specified in-plane excitation, but
does so using as few spokes as possible.
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Conventional spoke placement. One way to achieve a
desired in-plane excitation is to place a large number of spokes
throughout (kx, ky), but this leads to impractically-long pulses.
Another approach is to compute the Fourier transform of the
desired excitation and place spokes at (kx, ky) frequencies
where the Fourier coefficients are largest in magnitude [7].

C. Sparse Approximation

Single-vector case. Consider a linear system d = Fg,
where d ∈ CM , F ∈ CM×N , g ∈ CN , and d and F are
known. It is common to use the pseudoinverse of F, denoted
F†, to determine ĝ = F†d as an (approximate) solution to the
system. When d is in the range of F, ĝ is the solution that
minimizes ‖ĝ‖2, the Euclidean or `2 norm of ĝ. When d is
not in the range of F, no solution exists; ĝ minimizes ‖ĝ‖2
among the vectors that minimize ‖d − Fĝ‖2. In the design
problems in this paper, it is necessary for the analogue to ĝ to
have only a small fraction of its entries different from zero. We
are faced with a sparse approximation problem of the form

min
g
‖g‖0 subject to ‖d− Fg‖2 ≤ ε, (6)

where ‖g|0 is the number of nonzero elements of g. The subset
of {1, 2, . . . , N} where there are nonzero entries in g is called
the sparsity profile. For general F, solving (6) essentially
requires a search over 2N − 1 nonempty profiles, making the
problem computationally infeasible except for small systems.

For problems where (6) is intractable, a large body of
research supports the relaxation of (6) [8], [9]:

min
g
‖g‖1 s.t. ‖d− Fg‖2 ≤ ε. (7)

This is a convex optimization and may be solved efficiently.
The solution of (7) does not always match the solution of
(6)—if it did, the intractability of (6) would be contradicted—
but certain conditions on F guarantee a match [8], [9] and (7)
is generally a useful heuristic. The optimization

min
g

{(1− λ)‖d− Fg‖22 + λ‖g‖1} (8)

has the same set of solutions as (7). The first term of (8) keeps
residual error down, whereas the second promotes sparsity of
g; λ trades off sparsity with residual error.

Multi-vector case (simultaneous sparsity). Now suppose
we have the system of equations

d = F1g1 + · · ·+ FP gP

= [F1 · · ·FP ]




g1
...

gP


 = Ftotgtot,

(9)

where d ∈ CM and the Fp ∈ CM×N are known. In our
later designs, it will be natural to constrain the number of
positions in which any of the gps are nonzero. Thus we
seek approximate solutions in which the gps are not only
sparse, but the union of their sparsity patterns is small; this is
called simultaneous sparsity [10], [11]. Unfortunately, optimal

approximation with a simultaneous sparsity constraint is even
harder than (6). Thus we propose a relaxation similar to (8):

min
G

{(1− λ) ‖d− Ftotgtot‖22 + λ ‖G‖S}, (10)

where G = [g1, . . . ,gP ] ∈ CN×P and ‖G‖S =∑N
n=1

√∑P
p=1 |Gn,p|2, i.e., the `1 norm of the `2 norms

of the rows of G. This latter operator is a simultaneous
sparsity norm: it penalizes the program (produces large values)
when the columns of G have dissimilar sparsity profiles
[10]. An equivalent way of writing (10) is to replace ‖G‖S
with

∥∥g(`2)
∥∥

1
, where g(`2)(n) = ‖[g1(n), . . . ,gP (n)]T‖2,

n = 1, . . . , N , and g(`2) ∈ CN , i.e., the nth element of this
vector contains the `2 norm of the nth row of G.

A novel instance of simultaneous sparsity. To the best
of our knowledge, (9, 10) is a new type of simultaneous
sparsity problem. To date, others have sought simultaneously
sparse gps such that [d1 . . .dP ] = F[g1 . . .gP ] holds [10],
[11], whereas here we are seeking simultaneously sparse gps
that solve (9). In other words, in prior work, there are many
different ds and a single F (a single dictionary), whereas
here, we have but a single d and many different Fs. Our
scenario also differs in three other ways from most prior work:
there is no concept of noise, there is no assumption of an
underdetermined F, and finally, all variables are complex.

Numerical solution. We formulate (10) as a second-order
cone program (following steps similar to those in [10]),
implementing the result in SeDuMi. When the number of
unknowns (PN ) is in the thousands, we are able to solve
problems in reasonable amounts of time (e.g., 3-25 minutes).

III. SPOKE PLACEMENT AND PULSE DESIGN

We now describe two ways to determine spoke placements
in (kx, ky) when designing a spoke-based pulse whose goal
is to produce a user-defined in-plane excitation, d(x, y), using
a P -channel system. Assume the P coil profiles are known
and sampled within the FOX to form S1 through SP ∈
CNFOX×NFOX . The goal now is to place spokes at T locations
in (kx, ky) such that the resulting in-plane excitation is close
(in the `2 sense) to d(x, y) within the FOX.

A. Conventional Fourier-Based Spoke Placement

An intuitive way to determine where to place each spoke
is to stack samples of d(x, y) into a 2-D matrix, D, compute
the Discrete Fourier Transform (DFT) of D, and from the
resulting discrete grid of (kx, ky) frequencies, choose the
T whose Fourier coefficients are largest in magnitude [7].
Unfortunately, there are three problems with this method.

First, the FOX is rarely rectangular in shape because it
is almost always chosen to bound the object undergoing
excitation, e.g., when exciting a subject’s head, the FOX is
often approximately ellipsoidal, defined by the perimeter of
the subject’s head. Yet in order to stack samples of d(x, y) into
the matrix D, we must essentially enforce upon the problem a
larger, rectangular FOX: there is no way to stack samples from
an oval onto a rectangular grid without arbitrarily assigning
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values (e.g., zeros) to those points that are not in the oval but
that still fall within the rectangle. This “FOX mismatch” means
that the T chosen locations do not necessarily yield the best `2
representation of d(x, y) within the original user-defined FOX.
Second, the spatial profiles are not accounted for, yet each has
a major impact on the in-plane excitation. Finally, there is no
concept of transmit channels, so the method cannot suggest a
weight for each channel to place at each spoke location.

B. Sparsity-Enforced Spoke Placement

This method—our main contribution—resolves the prob-
lems of the former by finding a sparse spoke placement, re-
vealing a small set of spoke locations (and weights) that alone
form a high-fidelity excitation. In Sec. IV, we demonstrate that
this approach is superior to the Fourier method at revealing a
small number of locations at which to place spokes.

Single-channel derivation. Assume the system has a sin-
gle channel and imagine a grid of Nf À T arbitrarily-
spaced points in (kx, ky) located at {k1, . . . ,kNf

}. Each is
a Dirac delta that produces a complex exponential in the
spatial domain. Based on (2), an arbitrary choice of complex
weights at different points on this grid results in a nominal
spatial domain excitation that is related to the weighted
grid by a Fourier transform. The nominal excitation is then
multiplied (pointwise) by the coil profile to yield the actual
excitation, m(x, y). One may sample this excitation within
the FOX at {r1, . . . , rNFOX} and arrange the samples into
m ∈ CNFOX . Likewise, the weights on the grid may be formed
into g ∈ CNf . The relation between m and g is represented
by F ∈ CNFOX×Nf , where F(m,n) = iγM0∆te

irm·kn ; the
nth column of F describes how the excitation at the rms is
influenced by the weight at kn. When samples of the coil
profile are arranged into S ∈ CNFOX×NFOX , this leads to

m = SFg, (11)

expressing the excitation that forms at a set of points in the
FOX when an arbitrary set of complex weights is placed on
an arbitrary k-space grid.

Now by sampling d(x, y) analogously to m(x, y), it is
possible to form d ∈ CNFOX and solve d = SFg for g
via pseudoinversion or Tikhonov-regularized inversion of SF.
This yields the weighting of the (kx, ky) grid that best achieves
the target excitation in the `2 sense within the FOX, mitigating
two of the Fourier method’s pitfalls: the coil profile has been
explicitly incorporated and the unnecessary constraints on the
excitation outside the true FOX have been removed. There is
a major problem, however: g is dense and unable to suggest
a sparse spoke placement.

Therefore, we instead choose to reveal a small set of spoke
locations by promoting the sparsity of g:

min
g

{(1− λ)‖d− SFg‖22 + λ‖g‖1}. (12)

Because of the relationship between sparsity and `1 regu-
larization, this yields a sparse g that approximately solves
the system. We now place spokes at the T grid locations
corresponding to the largest-magnitude elements of g.

Multi-channel derivation. For multi-channel systems, (11)
generalizes to

m = S1Fg1 + · · ·+ SP FgP = Atotgtot. (13)

We again arrive at d = Atotgtot and must now find a g that
solves the system and reveals a small number of locations at
which to place spokes. The presence of multiple channels has
led to a quandary about choosing the T best spoke locations.
One solution is to “compress” the energy of the resulting gp-
weighted grids along the channel dimension using the `2 norm.
This produces a single grid that represents the overall energy
placed at each (kx, ky) location by all P channels, denoted
g(`2), where g(`2)(i) = ‖[g1(i), . . . ,gP (i)]T‖2. Combining
the energy in this way has no sparsifying effect, so g(`2)(i)
will not radically differ if one channel deposits a large amount
of energy at the ith grid point, or if this same amount of
overall energy is contributed by many channels. Forming g(`2)

is sensible because when performing an excitation, it should
not matter whether it is one or many channels that place energy
at a given point if such a deposition improves the excitation.

We thus now pose an optimization that promotes the sparsity
of g(`2), i.e., the simultaneous sparsity of the gps:

min
gtot

{(1− λ) ‖d−Atotgtot‖22 + λ‖g(`2)‖1}. (14)

This is equivalent to (10). With large enough λ, this produces
gps that approximately solve the system while also yielding
a sparse g(`2). In this way, the sparsity-enforced spoke place-
ment reveals a small subset of the overall grid that alone is
able to form the excitation. At this stage, T spoke locations are
selected by choosing those points on the grid corresponding
to the largest-magnitude elements of g(`2).

C. Gradient Waveform and RF Pulse Generation

Assume that we have determined a T -spoke placement,
that the gradient coil’s amplitude and slew rate constraints
are known, and that spoke type is fixed. First, gradients are
designed with a genetic algorithm to visit and traverse a spoke
at each desired location, yielding g(t) and subsequently k(t).
An RF pulse is obtained by solving a simplified version of the
pulse design algorithm given in (5).

IV. THIN-SLICE SPATIALLY-TAILORED EXCITATION IN AN
OIL PHANTOM ON AN EIGHT-CHANNEL 3T SYSTEM

Overview. We now use each spoke placement method to
design an RF pulse that excites a 10-mm-thick slice within an
oil phantom. Each method will also seek to spatially-tailor the
in-plane excitation to resemble the “dual-vein” pattern given
in Fig. 3. Transmission is conducted using an eight-channel
excitation system whose transmit profiles appear in Fig. 4.

Details. The FOX is the phantom itself. The amplitude and
slew rate of the gradients are constrained at 35 mT/m and
150 T/m/s, respectively. All spokes are fixed to be Hanning-
windowed sincs. Each method is used to design a set of 15-
spoke RF pulses; Bloch-equation simulations of the pulses are
conducted to predict the excitations they would produce on
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Fig. 3. Desired in-plane excitation pattern.
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Fig. 4. Transmit profile magnitudes of the eight-channel system.

the real system. Here we assume we know a good value for
the sparsity-enforced method’s λ parameter. The quality of the
in-plane excitation produced by each method is evaluated by
computing the within-FOX, in-plane root-mean-square error
(RMSE) and maximum error between each resulting excitation
and the desired magnetization. Voltage characteristics of the
resulting pulses are also analyzed.

Result. Fig. 5 shows the resulting excitations and spoke
placements. The rows, from top to bottom, depict the simulated
excitation magnitude, phase, and spoke placement pattern.
Each method succeeds to some extent in producing the desired
excitation, but the sparsity-enforced method produces one
that best resembles the target. Its excitation is less blurry
and its lower vein exhibits more curvature than that of the
Fourier method. This leads to the sparsity-enforced method’s
2.01 RMSE, which is 1.18 times lower than that of the
Fourier technique. For essentially the same pulse duration, the
sparsity-enforced pulse produces a higher-quality excitation.

V. CONCLUSION

Sparsity and simultaneous sparsity have been shown to
be applicable to MRI excitation theory and pulse design.
Furthermore, a new simultaneous sparsity problem has been
posed [see Equations (9, 10)].

For an in-depth empirical exploration of sparsity-enforced
pulse design, refer to [12]. To learn how such pulses have
improved brain imaging at high field, see [13].
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