
Hawkins.  History of Speech Perception Research 

PUZZLES AND PATTERNS IN 50 YEARS OF RESEARCH ON SPEECH 
PERCEPTION 

Sarah Hawkins 

Dept. of Linguistics, University of Cambridge, Cambridge, UK 
sh110@cam.ac.uk

 

ABSTRACT 
The introduction of speech synthesizers and modern acoustic analysis in the mid-20th century 
allowed speech perception research to flourish, encouraging a period of broadly-based 
empirical work. Experiments examined diverse influences from information processing 
(intelligibility, statistical decision-making), biology/psychology (audition, memory, learning, 
hemispheric dominance), and linguistic-phonetics (local and non-local context, prosody, 
individual and stylistic variation). From this wealth of data, one dominant theme emerged: the 
puzzle that we feel we hear stable, or invariant, percepts of words and phonemes despite their 
enormous articulatory-acoustic variability in different contexts. Theories were developed to 
elegantly account for the transformation between variable signal and invariant perceptual unit. 
But what units, and what is elegant? The search focused on motoric or acoustic correlates of 
abstract phonological/phonetic units, which represent only information required to differentiate 
citation-form words. This emphasis on 'early abstraction', while elegant for phonology, cannot 
explain how natural speech is understood, yet shaped phonetic and psycholinguistic enquiry, as 
exemplified by the 'top-down vs. bottom-up' debates. In this period, new data accumulated on 
old topics (e.g. memory, speaker identity, multi-sensory, neuroscience, phonetic indicators of 
grammar, meaning and discourse function) and new ones (e.g. developmental and comparative 
perception, cross-linguistic studies), but were sidelined as too puzzling when they did not fit 
existing theory. However, since the 1990s data seem again to be forcing theoretical change, 
with significant shifts in the relative importance of older themes blurring distinctions between 
perceived signal and knowledge, de-emphasizing phonology, and re-emphasizing context. Thus 
the cyclic pattern between data puzzles and theory repeats. 

INTRODUCTION 
Public access to the sound spectrograph and subsequent developments in methods of acoustic 
analysis and synthesis (see companion papers in this volume by Ohala and Fant) made 
possible a rich period of research on speech perception during which basic investigative 
methods changed little. However, there have been shifts in the types of questions asked and the 
types of speech material regarded as informative. Rather than attempt a comprehensive review 
of the achievements of the entire period, this paper uses selected experiments in a number of 
different areas to trace the development of ideas about speech perception between the early 
1950s and 2004. To a large extent, the theme I highlight is the conceptualization of what is 
‘signal’, or relevant, and what is ‘noise’, or irrelevant, in speech perception. This translates 
methodologically into what should be experimentally manipulated versus controlled ‘out’ of an 
experiment. In theoretical terms, it translates into issues of invariance and variance, or essence 
and free random variation. 
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Three broad periods are distinguishable. The first, lasting very roughly from about 1950 to the 
mid-60s, can be thought of as a period of ‘glorious discovery’ characterized by wide-ranging, 
imaginative enquiry about a huge range of issues. Many papers written during this period 
convey the excitement and indeed exuberance that must have accompanied the sense that ‘the 
speech code’ was about to be cracked, with the promise of advances in applications that such 
an achievement would herald. At the same time, two other themes were present from those 
early days. One was a profound sense of thoughtful disquiet about the apparent complexity of 
the critical properties that allow the human brain to make sense of the speech signal. The other, 
stemming partly from the first, and partly, perhaps, from the prevailing scientific ethos, was a 
disciplined rather than exuberant focus towards seeking answers rooted in simplicity of 
response. These latter two early threads became dominant in the second main period, lasting 
from the mid-60s to perhaps the mid-90s. This was a time dominated by theory of a very 
particular kind: the assumption that there must be an invariant relationship between the speech 
signal and its percept, and the search for the nature of that invariance. The third period began in 
the early-to-mid 1990s, and is still probably in its early stages. If it continues to develop along 
current lines, it marks a return to a broader focus of enquiry, with re-questioning of fundamental 
issues about the presumed nature of the processes involved in understanding speech. Data that 
are difficult to account for within the frameworks of the major theories tended to be sidelined but 
are now receiving more prominence and being combined with new understanding. These 
developments require changes in conceptualization of the task goals and the processes 
involved in speech perception. Some of them are so profound that it seems possible we are 
experiencing a paradigm shift in speech perception research. 

This paper is divided into the three periods, but each section includes references to work from 
other periods whenever doing so makes a clearer argument. In particular, there are frequent 
looks to the future in the description of work done in the earlier periods. 

EARLY WORK: ABOUT 1950-1965. ‘GLORIOUS DISCOVERY’ 
Early work often looked at effects on the whole signal, but as puzzles arose, and experimental 
designs and data were examined more closely, attention became increasingly focused on small 
domains in an effort both to simplify and to clarify. To give a flavor of the broad scope of early 
research, this section briefly reviews studies in a number of areas of relevance today. 

Source separation 
A first step to understanding speech is the ability to distinguish a particular signal from other 
sounds happening simultaneously in the environment. This ability allows the listener to group 
some noises together as emanating from a single vocal tract, while excluding others. It is 
particularly important—and indeed difficult—when the competing noises are speech, and for this 
reason the topic is often engagingly called the ‘cocktail-party effect’, although it is also called 
multi-talker perception. In a series of experiments, Cherry (1953), who introduced the term 
‘cocktail party effect’, presented listeners with competing messages, either to both ears or to the 
two ears separately. The messages were always continuous natural speech, but were of a 
number of types and degrees of similarity and presented in a wide variety of different ways. The 
huge wealth of observations Cherry reported included greater accuracy if responses were 
written (implying that writing helps reduce memory load), loss of meaning in the attended ear 
during shadowing, of information about the speech in the unattended ear, and the effects of 
switching the same message between the two ears at different rates. His methods and results 
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are reported in an exuberant and somewhat vague way that might not meet accepted 
publication standards today, but the paper is nevertheless worth reading, partly for its 
enthusiasm and inventiveness, but also because it makes many observations that are still 
relevant today. For example, Cherry notes the roles of memory, attention, and transitional 
probabilities in the message, as well as distinctions between the speaker and the content of the 
message, which are reflected in what listeners are aware of under particular monitoring 
conditions. 

In contrast with Cherry’s (1953) relatively naturalistic and wide-ranging approach, Broadbent & 
Ladefoged (1957) adopted a narrower but more explicit and systematic methodology and 
reporting style to investigate the cocktail party problem. They focused the general question 
“How can we recognize what one person is saying when others are speaking at the same time?” 
onto the more specific “How, when hearing two vowels such as // and // simultaneously, does 
the listener group the appropriate formants together so that he is aware he is listening to those 
two particular vowels rather than some other combination of formants?” They reasoned that 
place theories of hearing, in which signal frequency is resolved on the basilar membrane, 
should not predict differences between monaural and binaural listening conditions. Their results 
demonstrated that separate synthetic formants fuse to sound like a single vowel (coming from a 
single spatial location) only when they have the same f0, regardless of whether they are 
presented to the same or different ears. They related their results to periodicity pitch and place 
theories of hearing under development at the time. 

Fundamental frequency is still considered basic to auditory grouping of speech today (e.g. 
Brokx & Nooteboom, 1982; Darwin, 1981, 1997), and, together with other factors, plays an 
important role in current work on auditory scene analysis (e.g. Bregman, 1990; Darwin, 1997; 
Cooke & Ellis, 2001; Carlyon et al., 2002). 

Source integration 
The other side of source separation is, of course, source integration, or how sensation from 
different modalities is combined into the percept of a single signal. As early as 1954, Sumby & 
Pollack demonstrated that audiovisual presentation increases intelligibility of citation-form 
monosyllables, spondees, and trisyllabic phrases comprising a spondee and a monosyllable. 
Importantly, they stressed that the visual contribution is greatest when the words to be identified 
are presented in rather high levels of background noise, and thus that the visual contribution is 
relative to the available auditory contribution. Audio-visual speech perception has been studied 
and modeled by Massaro and colleagues throughout the middle period of covered by this paper 
(see Massaro, 1998) and is currently used in many speech technology applications as well as 
representing a thriving area of theoretical enquiry. 

Sumby & Pollack (1954) also noted that polysyllables are more intelligible that monosyllables in 
auditory-only presentations, an observation that figures large in today’s modeling, in the guise, 
for example, of attention to overall spectral pattern and envelope shape (Klatt, 1979), 
neighborhoods (Luce et al., 1990), cohorts (Marslen-Wilson, 1987), and so on, as well as in 
such well-known effects are the perceptual restoration effect (Warren 1999). 
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Brain function: cerebral dominance 
In the early and middle periods covered by this paper, the way the brain functions during speech 
production and perception were not much better understood than they were in the late 19th 
century, when Broca’s and Wernicke’s areas were first identified and modeled, because brain 
function was hard to study for ethical reasons. Nevertheless, by the second half of the 20th 
century, some information could be learned from—or in connection with—clinical examination of 
patients being considered for brain surgery, primarily to control epileptic seizures. Lesioning the 
epileptic foci could control the seizures or reduce their severity, but it was important to ensure 
that the proposed lesions would not result in behaviors that would unacceptable to the patient. 
There was thus a brief opportunity to study brain function in such patients while surgery was 
being planned. In one such study, Kimura (1961a, b) presented groups of six digits, three to 
each ear, and had patients report whatever they could remember. She concluded that speech is 
processed more efficiently in the ear that is contralateral to the language-dominant hemisphere, 
independent of the patient’s handedness and of whether the damage due to epilepsy was in the 
right or the left hemisphere. This study demonstrates the complexities of the auditory pathways 
and of the concept of cerebral dominance and its relation to speech processing as opposed to 
the representation of speech in the cerebral hemispheres. Despite enormous advances in 
investigative technology and understanding since the 1990s, it is fair to say that complexity still 
dominates our understanding of speech processing today (see below). As such, Kimura’s work 
was a forerunner of today’s new fields of cognitive psychology and cognitive neuroscience, as 
well as a large number of dichotic listening (or duplex perception) studies within mainstream 
speech perception in the middle period, many of which are discussed by Liberman & Mattingly 
(1985). 

Memory 
Although early behaviorist/associationist work made clear that memory plays an important role 
in speech processing (for representative work, see Underwood, 1957, 1882), this huge literature 
seems to have had rather little influence on mainstream speech perception research. However, 
valuable observations relevant to speech were made during this period. For example, Miller 
(1956) noted that the typical human adult’s short-term memory span of just seven plus or minus 
two is inadequate for many tasks, but can be increased in a number of ways: by making relative 
rather than absolute judgments, by increasing the number of dimensions subsumed within a 
category, and by chunking into larger items. Recoding was thus seen as a crucial process to 
successful storage and retrieval. The importance of memory to speech sound categorization—
and consequent methodological implications—was developed in the middle period, notably by 
Pisoni (1973 and later), but has gained greater prominence in recent years with increased 
interest in exemplar (or episodic) memory, as discussed below. 

Related work at this early time included Lashley’s (1951) seminal work on serial order in 
behavior. This stressed hierarchical structure, and although it probably influenced speech 
production more than perception, it nevertheless focused thinking, particularly about rhythm and 
timing. 

Context 
The work described so far gives a flavor of the wide range of investigations into general 
influences on speech perception during the 1950s and early 1960s. At the same time, a 
significant body of work investigated directly or indirectly the influence of various types of 
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context on speech perception. This section addresses early research on context because views 
about the role of context in speech perception that developed during this early period have 
arguably shaped thinking up to the present time. The first two examples address speech 
intelligibility, while later examples cover speech sound identification in various contexts. 

Influence of the context of possible stimuli (or responses) on speech intelligibility 

 

Figure 1. Intelligibility of monosyllables as a function of the size of the test 
vocabulary and the degree of background noise. From Miller, Heise & Lichten 
(1951). 

Miller et al.’s (1951) classic study on the intelligibility of English monosyllables as a function of 
the size of test vocabulary and degree of background noise shows how listeners’ understanding 
of what responses (i.e. stimuli) are acceptable affects their actual responses. As Figure 1 
shows, when the number of possible responses is fairly small, intelligibility is good, even at high 
relative levels of background noise. But when the response set is as broad as all the possible 
monosyllables of English, listeners are only about 60% correct even in quite good listening 
conditions. Miller et al. (1951) did not point out, but were presumably aware, that these 
conclusions will be affected by the degree of similarity of the stimuli, especially for small 
vocabularies. The curve for the two-word response set could reflect a pair of digits like two vs. 
six, whereas a curve for five vs. nine would lie much further to the right. 

Influence of broad phonetic context on speech intelligibility 
Consistent with the prevailing ethos of examining properties of the whole signal. Pickett & 
Pollack (1963) took a different approach to speech intelligibility. They showed that excerpts from 
connected speech must be at least 800 ms long to be fully intelligible. This normally represents 
at least two or three syllables. A valuable and imaginative aspect of Pickett & Pollack’s work is 
there demonstration that the figure of 800 ms holds regardless of speech rate. Faster rates 
need more syllables to be understood, and slowing the speech down does not help. Their data 
thus demonstrate the fundamental role of coarticulation and speech style—today often called 
‘connected speech processes’—to speech perception. Connected speech processes differ at 
different rates of speech, and the speech can only be reliably understood when enough has 
been heard to provide a suitable context for interpretation. Whether this fact should be 
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interpreted as noise to be filtered out of the signal, or as potentially informative and hence 
central to the signal, is a crucial problem that still challenges theoreticians today. 

Influence of long-domain preceding context on the interpretation of the current sound 
For Pickett & Pollack (1963) to attempt to isolate exactly what in the signal influenced 
intelligibility would have gone far beyond the scope of a single paper, and we are unable to give 
an answer for rapid connected speech even today. However, an experiment by Ladefoged & 
Broadbent (1957) illustrates that there were attempts to isolate particular influencing factors 
within broad-based contexts. Ladefoged & Broadbent (1957) found that when a synthetic 
syllable whose formant structure makes it ambiguous between the words bit and bet is played 
after the precursor sentence Please say what this word is, it is identified as bit when the 
precursor has a relatively high F1 (380-660 Hz) but as bet when the precursor has a relatively 
low F1 (200-380 Hz). In other words, listeners judge the identity of current sounds partly on their 
inherent formant structure (of course) and partly relative to that of the preceding context, which, 
in this case, can indicate the speaker’s vocal-tract length. (The stimuli can be heard at 
http://www.jladefoged.com/acousticdemos/acoustics/acoustics.html, or with more discussion, at 
http://rvl4.ecn.purdue.edu/~malcolm/interval/1997-056/VowelQuality.html). 

This experiment is sometimes criticized as not being replicable, especially with better-quality 
speech (but see Ladefoged, 1987). In the present discussion, this criticism is not relevant. The 
point is that the context, listening conditions, and available responses can influence listeners’ 
percepts sufficiently for them to hear a single stimulus as two (or more) different words in 
different contexts. That this may not normally happen probably partly attests to the robustness 
of natural speech. But that it can happen must be accounted for by any theory of speech 
perception, just as reversing figure/ground stimuli and other visual illusions are seen as 
fundamental to any account of visual perception. 

Influence of immediate context on interpretation of the current sound 
Simultaneously with the broad-based enquiries described above, a significant body of other 
work was focusing on detailed attributes of the immediate context in determining the 
identification of particular speech sounds. Much of this pioneering work originated at Haskins 
Labs. Acoustic cues to the place of articulation of stop consonants received particular attention 
in the early 1950s because they were observed to be the most complicated and elusive (i.e. 
surprising) sounds. A large number of papers were produced, from which I have chosen parts of 
just three, representative on the one hand for their deeply thoughtful nature and the profound 
sense of disquiet that they convey about the unexpectedly ‘encoded’ relationship between 
phonemic category and acoustic signal, and on the other hand for the huge influence they had 
on theory. 

Cooper et al. (1952) reported a wide range of work on the acoustic cues to stop consonants, /m/ 
and /l/, and vowels. Their experiments on stops were particularly influential. In one, they used 
the Haskins Pattern Playback to examine the relationship between the center-frequency of a 
stop burst and the frequencies of seven two-formant vowels. Both formants were steady-state 
throughout and, importantly, there were no transitions. As shown in Figure 2 they constructed 
84 different stimuli by combining each of 12 different burst frequencies with these seven vowels. 
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Figure 2. Stimulus design for experiments on the relationship between centre-
frequency of the burst and formant frequency of the following two-formant vowel, 
using the Haskins Pattern Playback. A. The frequencies of the twelve bursts of 
noise appended to each vowel. B. Frequencies of the two formants for each of 
seven vowels. C. The design of a single stimulus from the 12 x 7 = 84 
combinations examined. From Cooper et al. (1952). 

 

 

Figure 3. Preferred identifications by 30 listeners of the stimuli of Figure 2. 
Vertical axis: Frequency (Hz), marked as centre frequencies of 12 bursts, and 
also applying to the formant frequencies of the seven transitionless two-formant 
vowels, shown along the horizontal axis. The ‘zones’ show the burst-vowel 
combinations for which /p/, /t/, or /k/ responses were dominant; symbol size 
roughly indicates the extent of dominance. From Cooper et al. (1952).  

From Sound to Sense: June 11 – June 13, 2004 at MIT                         B - 229 



Hawkins.  History of Speech Perception Research 

Listeners’ three-alternative forced-choice identification of the stops heard from these bursts and 
transitionless vowels patterned in a way that led Cooper et al. (1952) to identify the CV syllable 
as the minimal acoustic unit. As Figure 3 shows, most bursts whose centre-frequencies were 
significantly higher than F2 in the vowel were identified as /t/; most whose bursts were close to 
or slightly higher than F2 were heard as /k/; the rest were heard as /p/. In consequence, whether 
a CV was heard as beginning with /p/ or /k/ depended on the relative frequencies of the burst 
and the vowel formants. Paired with appropriate vowels, the same burst frequency could 
produce the percept /pikapu/. 

While the details of the data have limited relevance to perception of real speech, for example 
because the third formant was not included, there were no transitions, and the Pattern Playback 
produced stimuli that were inherently unsatisfactory in a number of ways, this study is 
nevertheless remarkable. First, despite the unnatural stimuli, it established as critical the 
relationship between burst frequency and F2 (and possibly higher formants), and thus the 
dynamic and relational basis of perceived phonemic categories: “in other words, the perception 
of these stimuli, and also, perhaps, of their spoken counterparts, requires the consonant-vowel 
combination as a minimal acoustic unit” (1952:598). Second, because this experiment made 
explicit the puzzle that a stop consonant requires a vowel to be heard, it raised the question of 
the status of the vocalic transitions, which began to be explored in this and subsequent papers. 
Third, the thinking in the rest of the paper is clearly leading towards a dynamically-specified, 
relational theory, though it is obvious that it was extraordinarily hard work: like many other 
papers in this early period, the figures are much more complicated than is typical of the middle 
period, presumably because investigators tried to capture multidimensional properties of speech 
sounds before ideas had crystallized into a commonly-accepted (and often over-simplified) 
format. Fourth, the admirable degree of speculation already stresses not just relational rather 
than absolute values, but also binary decisions about independent features, perhaps influenced 
by, but stated to be different from, the thinking behind the features of Jakobson et al. (1952). 
Fifth, the search for simplicity, so characteristic of the middle period, is already evident: Cooper 
et al. hoped to find that “not more than 2 or 3 cues” (1952:603) would be necessary to produce 
highly intelligible synthetic speech, and they also noted that intelligibility and naturalness are not 
the same. Engagingly, they expected that such synthetic speech might be more resistant to 
noise than natural speech: this is one of the few points this paper makes that turns out not to be 
true. Finally, this paper anticipated trading relations in speech perception, a subject of much 
research at Haskins Labs in the middle period, and possibly Keyser and Stevens’ (1994, 2001) 
enhanced features: “while it is clear that bursts and transitions complement each other in the 
sense that when one cue is weak the other is usually strong, nevertheless, there may remain 
some syllables for which both cues together may not suffice, and one must then search for other 
cues.” (1952:603). 

Soon afterwards, Delattre et al. (1955) identified a systematic relationship between the pattern 
of F2 transition in burstless two-formant vowels and the percept of place of stop articulation, in 
CVs with a number of different vowels. Their stimuli are shown in Figure 4, with the stop percept 
associated with each pattern to the right of each panel. Broadly, stimuli with rising F2 are heard 
as /b/, those with F2 seemingly emanating from 1800 Hz are heard as /d/, and those high falling 
transitions and front vowels were heard as /g/. The alveolar locus frequency of 1800 Hz works 
remarkably well in practice, but the other locus frequencies identified are specific to the 
particular stimuli, especially for the velars, for which the third formant is essential. 
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Curiously, the identification of particular acoustic loci marks a step towards the assumption that 
the perceptual system abstracts from the signal to (mathematical) functions that are defined in 
relational terms, yet it also seems to suggest an emphasis on absolute frequencies rather than 
the relative properties stressed by Cooper et al. (1952). However, the concept of loci in fact 
retains dynamical and hence relational attributes, in that a locus is essentially the particular 
frequency or frequency range of the highest-amplitude spectral prominence at stop release, and 
the shape of the following transition reflects the change in spectral shape during the first few 
milliseconds after the release. This relationship would later capture the main principles behind 
Stevens’ investigations of acoustic invariants for distinctive features, described below. Acoustic 
loci have been used in rule-based speech synthesis systems, e.g. those influenced by Dennis 
Klatt, and are still the subject of research today (e.g. Sussman et al.,1998). 

 

Figure 4. Two-formant Pattern-Playback stimuli used by Delattre et al. (1955) to 
show that the pattern of F2 transition can determine the percept of place of stop 
articulation. The F2 transitions were related to specific acoustic loci for each 
place of articulation. 

This experiment is important because it focused attention onto transitions alone rather than the 
burst + transition of naturally-spoken CV syllables. This had profound practical and theoretical 
consequences. 

A practical consequence was that, with other Haskins papers, it was probably influential in 
encouraging the use of very unnatural stimuli, and a tendency not to worry about the poor 
quality of the resultant percepts. This in turn may have led to a widespread tendency not to be 
vigilant about the phonetic quality of experimental stimuli claimed to represent particular 
phonemes, a problem that is endemic in the literature and becomes a point of contention from 
time to time. 

The immediate theoretical consequence of focusing attention on transitions was the discovery of 
categorical perception of stop consonants: that equal acoustic changes along some acoustic 
dimension leads to unequal percepts. As illustrated in Figure 5, Liberman et al. (1957) used 
stimuli like those of Delattre et al. (1955) to demonstrate categorical perception for place of 
articulation of voiced stops by changing the extent and direction of F2 transition in small, equal-
sized steps. As every textbook on speech describes, identification functions showed abrupt 
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crossovers from (near-)100% identification of one phoneme to (near-)100% identification of 
another, together with enhanced discrimination for pairs of stimuli that crossed the identification 
boundary, and relatively poor discrimination of within-category pairs that both received the same 
phoneme label. 

 

Figure 5. Two-formant Pattern-Playback stimuli used by Liberman et al. (1957) in 
an experiment designed to study the F2 formant transition as a cue to the 
identification of stop consonants as /b, d, g/. F1 was constant for all stimuli. The 
onset frequency of F2 changed in equal acoustic steps (Hz) throughout the 
series. The experiment involved the discovery of categorical perception.  

The discovery of categorical perception of obstruent consonants, together with a theoretical bias 
in favor of binary oppositions typical of the time, encouraged a focused search for simple 
transformations from the encoded signal to an unambiguous, formal linguistic mental 
representation. This narrower focus required clear conceptualization of the identity of the 
important unit(s) of speech perception, and of the process of abstraction envisaged. On the 
whole, the units and levels of linguistic description were rather uncritically adopted, though not 
without some misgivings. Cooper et al. wrote: “we….had undertaken to find the ‘invariants’ 
of speech, a term which implies, at least in its simplest interpretation, a one-to-one 
correspondence between something half-hidden in the spectrogram and the successive 
phonemes of the message…..one should not expect always to be able to find acoustic 
invariants for the individual phonemes…we are trying to [compile] the code book, one in which 
there is one column for acoustic entries and another column for message units, whether these 
be phonemes, syllables, words, or whatever.” (1952:604-5). 

The issue of the units of speech perception would not receive intensive attention until the middle 
period (e.g. Savin & Bever, 1970; McNeill & Lindig, 1973). It is still unresolved today, and in any 
case, there are probably differences between languages and between tasks. Goldinger & 
Azuma (2003) offer a brief up-to-date review. Given the conceptual and methodological 
difficulties, this delay is not surprising: although early investigations sometimes acknowledged 
doubts about the perceptual relevance of the phoneme, it seems generally to have been felt to 
be more important to seek simple acoustic correlates of phoneme-like units, and models that 
reflected prevailing views of theoretical linguistics and information theory, than to seek a 
radically different approach in terms of mapping sound onto meaning. 

Summary: achievements of the early period 
The early period was notable both for breadth of enquiry and for a narrower focus on acoustic 
correlates of phoneme-like chunks of sound. As noted above, many issues that remain 
unresolved today were raised during this period, even if they were immediately set aside in 
order to make the current investigation tractable. Towards the end of the period, essentially all 
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the important issues of speech perception were brought together into one comprehensive, 
brilliantly thoughtful and prescient paper by Halle & Stevens (1962). (See also Stevens & Halle 
(1967). Because this is a brief historical review, the present discussion is confined to the earlier 
paper.) Halle & Stevens (1962) proposed a model of speech recognition based on analysis-by-
synthesis that is briefly described in many textbooks. They describe it as a two-stage model for 
speech processing before phoneme identification, each stage of which involves analysis-by-
synthesis. (As phoneme identification is the output of the second stage, to describe the stages 
as taking place before identification seems open to misinterpretation; however, the proposed 
processing does occur beforehand.) Speaker-identity is eliminated in the first stage, whose 
output is phonetic parameters describing the relevant vocal-tract movements and source 
excitation types. The second stage eliminates ‘irrelevant’ variables like rate of speech, dialect, 
and contextual variants of phonemes, to give a phoneme string output. This string seems to be 
equated with message identity, which is of course too simple, as the authors clearly realize. 

The model is as relevant today as when it was proposed, partly because it proposes that 
recognition takes place through knowledge-driven comparisons between incoming signal and 
stored representations of signals that have already been heard. This is similar to models based 
on exemplar memory that are currently the subject of much controversy. Perhaps even more 
significant is the range of currently pertinent issues that Halle & Stevens touched upon. In the 
model itself, these include: tight connections between production and perception, identification 
of phonetic parameter tracks before attempts to identify phonemes, adaptation to new talkers, 
distinguishing (or not) between the message and the talker, and a control component that 
dictates the order in which comparision signals are generated on the basis of such things as the 
goodness of fit of comparisions already made, the preliminary analyses, and knowledge of 
phonotactic probabilities. They propose preliminary tentative identification of candidate 
phonemes from high-certainty signal properties such as excitation type: “For the recognition of 
continuous speech it may not always be necessary to have recourse to analysis-by-synthesis 
procedures. A rough preliminary analysis at each of the stages in Fig. 2 may often be all that is 
required—ambiguities as a result of imprecise analysis at these early stages can be resolved in 
later stages on the basis of knowledge of the constraints at the morphological, suntactic, and 
semantic levels.” (1962:158). In their discussion of the model, Halle & Stevens address the 
‘segmentation problem’ and the many-to-one problem of matching input intensity-frequency-time 
patterns to stored memories of units (like words). Interestingly, such an exemplar-type approach 
seems to have been rejected in favor of generative rules more from the point of view of current 
technical limitations for machine recognition, rather than on assumptions about the limits of 
human storage. 

Only two major premises seem questionable. First, it is stated that “[the speaker] does not exert 
precise control over such factors as the detailed characteristics of the source or the damping of 
the vocal tract.” (1962:156). This may not be as self-evident now as it appeared to be in 1962, 
but a lot could hinge on what is meant by ‘precise’. Second, the authors stress the necessity for 
a preliminary analysis before the phoneme identification stage in order to reduce “variance due 
to irrelevant factors” (1962:157). They appear to mean systematic (and unsystematic) allophonic 
variation. Recent evidence indicates that a great deal of (non-phonemic) linguistic information is 
systematically available from allophonic variation, including the phonetic fine detail associated 
with connected speech processes (cf. Hawkins, 2003; Local, 2003 and references therein). 
These points of view were presumably adopted because, as noted earlier, it was assumed that 
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the phoneme is an obligatory processing unit during speech perception. However, the model as 
set out in 1962 would require very little change to be able to map the signal to a wider range of 
stored linguistic (and other) information than only to phonemes. As discussed below, it is useful 
to regard phonemes as primarily units of maximal phonological contrast for identification of 
lexical items in citation form, rather than as an obligatory first stage in understanding connected 
speech.  

A final point is that, like so many of these early papers, Halle & Stevens’ (1962) work is unlikely 
to have been so impressive were it not for interdisciplinary collaboration that has characterized 
much of the successful research in phonetics and speech communication ever since.  

THE MIDDLE PERIOD: ABOUT 1965 TO 1995. ‘THE SEARCH FOR “ESSENCE”’ 
By the mid-60s, a great deal was known about speech perception, but much of it was difficult to 
tie together. There was a strong push to impose order on the comparative chaos of the earlier 
period of discovery. Although there were many exceptions which unfortunately cannot be 
discussed in this relatively brief review, attention became focused on the non-linearity between 
variation in the acoustic signal and the perceptual response: in other words, upon accounting for 
categorical perception. Many experiments were conducted on English and, increasingly, other 
languages, to explore the types of speech sounds subject to categorical perception, and, in one 
way or another, the conditions under which it took place (e.g. Lisker and Abramson, 1964; 
Abramson & Lisker, 1967; Lisker & Abramson, 1967; Lisker, 1986; Miller & Liberman, 1979;  
Harnad, 1987). 

Because actual boundaries were shown to be sensitive to a wide range of stimulus conditions 
(cf. Repp & Liberman, 1987) and the push towards discovering essence was so compelling, 
there was a tendency to view context as variability, and to control for it ever more stringently. At 
the same time, in order to discover the essential—or invariant—properties of a speech sound, it 
was necessary to develop a clear view of what is fundamental. It is only a slight exaggeration to 
say that during this period the basic syllable was identified by mutual consent as /ba/ (or 
possibly /da/, but not /ga/, which was too complicated). This syllable has the following 
properties: it is a CV, in isolation, and carries full stress. In typical experiments, the basic 
syllable was contrasted either with one or two other consonants, keeping the vowel constant, or 
with other vowels, keeping the consonant constant. 

Although this basic syllable seems implicitly to have been considered as having ‘no context’, it in 
fact has one: silence. But silence, of course, though by no means rare, is the least typical 
context in which to hear a syllable. In consequence, this period saw us sidelining, and in some 
cases completely losing sight of, many important aspects of speech, including polysyllables, 
unstressed syllables, prosody, accounting for rate changes, connected speech processes, the 
informativeness of systematic variation (especially in connected speech), meaning, and 
communication between individuals. 

The gains were that work could focus on the search for invariant correlates of speech sounds, 
the extension of attention to infants, animals, and new languages, and the development of 
theory. This section briefly discusses the two main theories developed during this period, the 
Motor Theory, and Quantal Theory (leading to acoustic/auditory invariance). More extended 
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discussions of these and other theories, as well as work on infants and animals, together with 
bibliographic references to the original sources, can be found in textbooks e.g. Pickett (1999). 

The Motor Theory of Speech Perception 
In the original version of the Motor Theory of Speech Perception, (Liberman et al. 1967), 
listeners were said to interpret speech sounds in terms of the motoric gestures they would use 
to make those same sounds. Liberman & Mattingly (1985) revised this postulate to the intended 
gestures of the speaker (rather than the listener) in light of a huge body of data gathered in 
large part by the researchers at Haskins Labs, and discussed in the 1985 paper. The Motor 
Theory includes a number of distinctive postulates, such as that speech processing is modular, 
and its processes unique to humans (‘speech is special’). These and other principles are 
discussed extensively by Liberman & Mattingly (1985) and elsewhere, so need only to be 
acknowledged here. For this review, it is sufficient to note that the proposed unit of perception is 
the speaker’s intended gesture, and that identification of the intended gesture is synonymous 
with identifying a loosely-defined ‘phonetic category’ whose relationship to phoneme or phone is 
not clear. 

The Quantal Theory of Speech Production and Perception 
Quantal Theory, first outlined by Stevens (1972), and presented more completely by Stevens 
(1989), is well described by Stevens’ paper in this volume, as well as elsewhere, e.g. Pickett 
(1999). Figure 6 illustrates the basic premise: that steady changes in any given articulatory 
parameter (e.g. distance of a constriction from the glottis, or cross-sectional area of a 
constriction at a given point in the vocal tract) result sometimes in a large change in the acoustic  
response, and sometimes in very little change; likewise for changes in acoustic parameters and 

 

Figure 6. Schematic illustration of the basic principle of Quantal Theory. (a) plain-
font axes, show changes in a relevant acoustic parameter as an articulatory 
parameter  steadily changes. (b), italic-font axes, show changes in a relevant 
auditory response as an acoustic parameter steadily changes. The pattern of 
response is the same in both cases. 
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the resultant auditory response. The basic inventory of sounds of each language is chosen from 
these regions of acoustic or auditory stability, because they allow for relative imprecision in 
exactly how the sound—and percept—is achieved by the speaker. Some principles come from 
acoustic theory, while others (often more speculative) come from auditory physiology. 

The units of perception are unambiguously defined in Quantal Theory as the phonological 
distinctive features of Chomsky & Halle (1968). These features are defined in articulatory terms, 
but Stevens began a systematic program to identify their acoustic or auditory correlates, and 
this quest culminated in acoustic/auditory invariance theory as a development of Quantal 
Theory. 

Acoustic invariance theory postulates that for each distinctive feature there is a binary response 
to an invariant acoustic or auditory property at a particular, crucial part of the signal. For 
consonants, these are typically particular types of change in spectral shape over short time 
periods across segment boundaries. For place of vowel articulation, they are typically places 
where two formants approach one another and remain in the same vicinity for some time (i.e. at 
vowel steady states). Importantly, immediate context is built into acoustic invariants, because 
the attributes that matter are those of one spectrum relative to another, at successive time 
intervals. 

The investigative program began with Stevens & Blumstein’s (1978) landmark paper on 
distinctive spectral templates for identification of place of stop articulation, and has continued to 
develop ever since. Stevens (2002) offers a comprehensive recent account which includes 
some significant shifts in orientation. Connected speech has begun to be addressed, and a 
number of other desirable properties added, such as the definition and identification of 
landmarks as islands of perceptual reliability, along the lines suggested as desirable by Halle & 
Stevens (1962). 

Common properties of Motor Theory and Quantal/Acoustic Invariance Theory 
These two theories have traditionally been portrayed as incompatible with one another, and the 
literature abounds with often impassioned arguments for or against one or the other approach. 
Setting aside their obvious differences in motoric vs auditory basis for perceptual units, they 
have in fact much in common. They both specify units as dynamic (and therefore tied to speech 
production), and they both assume early abstraction from the physical sensation to the discrete 
units of phonological description. 

Influences of speech perception theories on and from psycholinguistic theories 
One consequence of the major phonetic theories’ fundamental assumption of early abstraction 
to discrete phonological units was that it encouraged psycholinguistic theories of how speech is 
understood also to assume an input of abstract, discrete phonological units such as distinctive 
features or phonemes. That is, psycholinguistics was empowered to neglect phonetic 
information available from the physical signal. Although a lot of work was done on recognition of 
isolated words, the theoretical emphasis was not just on word identification, but also on word 
segmentation, which assumes connected speech. Various types of ‘top-down knowledge’ about, 
for example, metrical stress (combined with stress information carried by the signal), possible 
words, and phonotactic constraints, were introduced to compensate for the impoverished signal 
that a phonemic input provides. Much effort went into debating the point(s) in the 
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recognition/access process at which top-down information plays a role, and whether it interacts 
with or is independent of the input signal; theories came to be defined in terms of their stand on 
these issues. As with phonetic theories of speech perception, elucidating how we understand 
meaning from a spoken utterance was sidelined in favor of elucidating how we identify more 
tractable units, in this case words; there was a tendency to assume that meaning was 
understood when the word was identified (which may be the case). Major influences in this field 
of enquiry include TRACE (McClelland & Elman, 1986), the Cohort model (Marslen-Wilson, 
1975, 1987; Marslen-Wilson & Welsh, 1978), and the series of studies and models (RACE, 
SHORTLIST, MERGE) due to Norris, Cutler and colleagues (Norris, 1994; Norris et al., 2000) 
although these last were published in the third rather than the middle period. For a 
representative collection of papers, see Marslen-Wilson (1989). 

However limited in scope these theories were during this middle period, they had a positive 
influence on thinking within phonetic research. They forced awareness of powerful non-
phonological influences on speech perception, from word frequency to morphology to meaning; 
and, along with successful machine speech recognition systems based on HMMs and neural 
nets, they encouraged phonetic theories to replace binary distinctions with probabilities or the 
like, which encouraged an interest in speech perception as a probabilistic pattern-matching task. 
These changes would begin to be seen in the third period. 

Extensions to and questions about the search for essence 
The emphasis in mainstream phonetic research on the development of elegant theory involving 
early abstraction to phoneme-sized units never went unchallenged. Questions were raised from 
the outset. This section outlines just three, somewhat arbitrarily chosen, examples. 

One question was essentially ‘is simplicity the best answer?’ When Quantal Theory was still 
relatively new, Klatt (1979) discussed his model of Lexical Access from Spectra (LAFS), in 
which the input would be matched against stored whole-word patterns. Klatt discussed the 
problems of how to represent the ends of words when they are so variable in connected speech, 
but did not provide a satisfactory answer. Had he lived long enough to benefit from recent 
knowledge, for example about the power of systematic fine phonetic detail to indicate linguistic 
structure in connected speech (Hawkins & Smith, 2001; Local, 2003 and references therein), 
this drawback might have been overcome. 

Likewise, shortly after Stevens & Blumstein began to propose spectral templates for acoustic 
invariants, Kewley-Port showed both that consonant-vowel transitions in natural CV syllables 
often fail to follow the patterns that the Haskins experiments suggest they should if they are to 
act as cues to stop place of articulation (1982), and that better identification of CVs was 
obtained by using a series of spectra made at 5-ms intervals over the first 40 ms from the 
release of the stop (1983), compared with just the two spectra from burst and vowel onset 
favored by invariance theorists. Evidently, more detail is helpful. This can be seen as ‘more 
context’. 

Wider influences on phoneme identity were also noted quite early in this period. For example, 
Ganong (1980) showed shifts in the phoneme boundary when a VOT series has a word at one 
end and a non-word at the other. The shift is in favor of the word: thus more /d/s are heard in a 
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dash-tash series and more /t/s in a task-dask series. Perception is more forgiving when the 
sound means something. 

Summary: Achievements of the middle period 
The ascent of theory from the mid-60s to the mid-90s was probably necessary in order to 
systematize knowledge and focus enquiry. The main types of theory developed relied heavily on 
linguistic theory, but (probably to their ultimate detriment) tended to neglect phonetic detail in 
favor of early abstraction, elegance and simplicity. Although theorists’ initial intention seems to 
have been essentially to write a codebook for phoneme (or feature-bundle) identification, by the 
end of the period it was clear that this would not be possible in the foreseeable future. 
Moreover, there were many threads that were not easy to fit into the prevailing theories of 
speech perception but that were potentially compatible with more general theories of perception 
(e.g. Strange et al., 1983; Warren, 1970, 1999).  

Thus, by the mid-1990s, it was clear that many attributes of speech perception could not be 
accounted for by the main theories. Many people believed that focused debate about motoric vs 
acoustic representation was unproductive. It was time to broaden the field of enquiry again to 
include more natural speech in more natural (and wider) contexts, including connected speech 
processes, and to pay more attention to properties of linguistic units such as words that are 
more readily associated with meaning. Work along these lines had been in progress for some 
time (e.g. Pols, 1986), but had typically not received prominence in theoretical debate in the 
field. 

An important conclusion from this period was that, whatever the ‘units’ of speech perception are, 
they seem functionally inseparable from ‘context’. The context and the current signal together 
determine whether the speech sounds coherent, and hence what each unit ‘is’.  

RECENT DEVELOPMENTS (SINCE ABOUT 1995)  
It is too early to characterize the current period in a few words. However, since the early-to-mid 
1990s, systematic subtle variation in fine phonetic detail has been receiving attention as 
potentially linguistically-informative, and efforts have been made to classify contexts that 
influence speech perception in more linguistically-sophisticated ways. Old and new themes 
have been combined, partly by re-examining and extending information provided by systematic 
phonetic variation, and partly by work in new areas. Three new areas are worth singling out: 
cross-linguistic work, memory and learning, and functional brain imaging. Work on the 
information conveyed by systematic fine phonetic detail and its role in perception also promises 
new insights.  

New cross-linguistic work 
Recent cross-linguistic work examines influences of the native language structure on 
perception, including, in some cases, influence of phonetic fine detail (e.g. Best, 1995; Beddor & 
Krakow, 1999; Beddor et al., 2001, 2002; Bradlow & Bent, 2002). This work shows that 
listener’s interpretation of a speech signal reflects complex interactions between their 
knowledge of vocal-tract dynamics and expectations derived from the structure of their native 
language. Bradlow (2002) makes similar points in an interactive framework reflecting LIndblom’s 
(1990) H&H theory, which underlines that the usual context for speech perception is as part of a 
conversation with another person, and the plasticity of phonetic categories. 
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New work on memory and learning 
Recent work on memory and learning has examined the potential role of exemplar (or episodic) 
memory for particular words. In speech perception, this work stems largely from decades of 
work on memory by Pisoni and colleagues (cf. Goldinger, 1998). However, most of the 
experimental support is inexplicit about the influencing phonetic parameters, and in any case 
appears to contribute to identification of the speaker rather than of the meaning or linguistic 
structure. However, very recent work has demonstrated that listeners do use fine phonetic 
detail. Allen & Miller (2004) showed that listeners can identify the speaker from distinctions in 
VOT. Most pertinently, Smith (2004) showed that fine phonetic detail can facilitate identification 
of words in connected speech. Slightly inappropriate allophones in a sentence disrupted word-
spotting only when the speaker was familiar to the listener, even though all speakers used the 
same regional accent. Importantly, familiarisation to such fine-grained attributes of a listener’s 
speech appears to be fast—a matter of minutes. 

New work on brain function 
Within the vast body of speech-related literature emerging from the young field of cognitive 
neuroscience, some functional brain imaging studies are beginning to look at patterns of speech 
processing without necessarily adopting the traditional view that speech perception takes plays 
initially by early abstraction to phonological units. Coleman’s (1998, 2002) reviews are 
particularly valuable in this respect. Representative experimental work examining evidence 
various types of hierarchical processing includes Davis & Johnsrude (2003), Scott & Johnsrude 
(2003) and Scott & Wise (2003). Scott (2003) discusses this type of evidence with particular 
reference to the potential use of systematic fine phonetic detail in speech perception. Finally, 
Valaki et al. (2004) present fMRI data on recognition memory for words (from a clinical task 
used to establish cerebral dominance). Activation during this task was largely restricted to the 
left hemisphere for native speakers of Spanish and English, but most native speakers of 
Mandarin Chinese showed bilateral activity. Chinese is a tone language, and therefore the f0 
contour contributes to lexical meaning. It has long been known that prosodic and musical 
functions tend to be right-lateralized. These data nicely confirm and extend Kimura’s (1961b) 
early work on cerebral dominance for speech, and highlight interesting questions about the 
functional organization of prosodic and segmental information in speech perception. 

Systematic fine phonetic detail 
Re-emphasis on the linguistic and social context of an utterance and re-examination of the 
detailed signal is providing increasing evidence that the systematic fine phonetic detail of 
speech not only reflects many attributes of the linguistic structure of utterances, from syllabic 
constituent to morphological status to word frequency, but can also be used by listeners to help 
understand speech. This evidence is encouraging radical questions and suggestions about 
perceptual processing under normal, as opposed to laboratory, conditions (cf. Hawkins & Smith, 
2001; Hawkins 2003; Local, 2003; Pierrehumbert, 2002). It is encouraging that psycholinguists 
are showing an equally strong interest in fine phonetic detail (e.g. Gaskell & Marslen-Wilson, 
1997, 2002; Davis, Marslen-Wilson & Gaskell, 2002, Mitterer & Blomert, 2003; Gow & 
McMurray, this volume).  

What sort of model? 
The present period has not yet produced a model of the elegance of those of the middle period 
that can account easily for both old and new observations. It seems reasonable to hope that 
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new theories will aim to include the following attributes. They should be biologically plausible; 
include roles for attention, memory, and learning; focus on understanding meaning rather than 
identifying phonological form; allow for multiple potential ‘units of perception’, possibly with no 
obligatory units; and they should allow meaning and linguistic structure to be understood from 
incomplete information. Each of these themes can be found in at least one theory from the early 
and middle periods. For example, Fowler’s (1986) theory of Direct Perception is a more 
biologically-plausible version of the Motor Theory, if only because it is predicated on principles 
of perception in other modalities, and claims that the basic processes involved are not special to 
human perception. Jakobson, Fant, & Halle (1952) emphasized that we speak in order to be 
understood. Stevens’ early work acknowledged the power of reliable but incomplete information, 
and his most recent work (Stevens, 2002) has developed this.  

The sorts of phonetic models being proposed are too new to be fairly evaluated here. As a 
group, they are probabilistic and potentially make heavy use of fine phonetic detail (e.g. 
Johnson, 1997; Hawkins & Smith, 2001; Stevens, 2002; Hawkins 2003; Pierrehumbert, 2002, 
2003). None, however, have got very far in elucidating exactly how we move seemingly 
effortlessly from understanding a message, to recognizing that a sound pattern is or is not a 
word, to identifying a phoneme in a phoneme-recognition task. One promising approach may be 
a combination Stevens’ landmarks and relative invariance, enhanced features and analysis-by-
synthesis (Stevens, 2002), with Grossberg’s Adaptive Resonance Theory (e.g. Grossberg, 
2003). As outlined in Hawkins & Smith (2001) and Hawkins (2003) such an approach might 
provide a biologically-plausible link between initial exemplar representation and fully structured 
linguistic message and understanding. 

Two key questions 
A key issue that needs addressing is what we mean by phonetic category. Fowler (pers. comm., 
May 2004) acknowledges that motor theories are not clear on this point. Past and current 
research demonstrate that the mental representations of phonetic categories must be dynamic, 
relational, and plastic (Lindblom & Studdert-Kennedy, 1967; Repp & Liberman, 1987; Lively & 
Pisoni, 1997; Bradlow & Bent, 2002). Although this is accepted as fundamental in other areas of 
work on perception and cognition, it seems often to have been lost sight of for speech. New 
theoretical perspectives might do well to emphasize it. 

A second key issue is to re-evaluate the distinction between bottom-up and top-down 
information. On the one hand, fine phonetic information that systematically indicates linguistic 
structure should make many model ‘top-down processes’ unnecessary. For example, fine 
allophonic detail can provide segmentation information that makes top-down use of abstract 
knowledge about possible word constraints redundant. On the other hand, such fine phonetic 
detail cannot be used in the absence of top-down knowledge about how it should be used—for 
this language, this accent, this speaker. The traditional distinction between signal and 
knowledge is thus likely to be blurred in future models. This seems entirely consistent with 
current understanding of brain functioning. 

A challenge 
The ideas developed during the last decade are exciting and may represent a paradigm shift. 
The challenge in the next decade or two will be to define and refine new questions in testable 
ways: to refocus, but to do it in ways that are rigorous yet focus on meaning and 
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communication, avoid the ‘new understanding’ becoming doctrinaire, and that build on the 
considerable contributions of earlier work. This goal probably demands that we try to develop 
open-minded experimentation and theory-building and testing in parallel. 

REMARKS ABOUT WHAT HAS BEEN OMITTED 
This review has necessarily been selective. Topics that could and indeed should have been 
discussed include: speech perception by infants & animals, vowel perception (dynamics, center 
of gravity), prosody and its relationship with segmental phonetics, and sine wave speech. 
Connections might usefully have been drawn between production and perception, and with 
psychoacoustics, and more aspects of memory, including associative memory and learning. 
Finally, a number theories of speech perception that have contributed valuable data and insights 
were neglected, including direct perception, auditory enhancement, and FLMP. My apologies to 
the many researchers whose excellent work was also not mentioned. 
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