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ABSTRACT 
We describe briefly the motivation and philosophy behind an approach to speech recognition 
based on the notion of distinctive features.  The first step in this approach is the reliable 
extraction of such features from the acoustic signal.  We describe our research effort in this 
direction, outline recent progress and future challenges 

INTRODUCTION 
The task of building computational models of speech perception may be motivated by two 
different concerns.  At the technological level, one is interested in an artificial device that 
recognizes speech, and the many utilitarian consequences of possessing such a device.  At the 
scientific level, one is interested in elucidating the mechanisms by which a human is able to 
interpret a continuous acoustic stream in terms of a discrete set of linguistic variables.   

We will concern ourselves with the task of pure speech recognition. Pure speech recognition is 
the problem of obtaining a complete (adequate) phonological representation of the speech 
signal based purely on the acoustics and additional knowledge of the phonological (phonetic) 
aspects of the language but with no cues from syntactic, semantic, pragmatic or higher level 
modules.  One must appreciate fully that this is no artificial problem.  Rather, it is at the heart of 
spoken language processing.  Let us consider three examples:  (i) humans are able to 
recognize strings of nonsense words — in fact, nonsense verse in many languages relies on 
this ability.  (ii) speakers of language A are able to spot words from A in a stream of words 
mostly from some unfamiliar language B — in fact, we do this all the time when we travel to 
foreign countries where the language is unfamiliar to us.  (iii) language learning would be 
impossible without the ability for pure speech recognition.  In the initial stages of learning a 
language, the syntax is unknown, every new word that one encounters is effectively a nonsense 
word and in the absence of the ability for pure speech recognition, one would never be able to 
get off the ground at all. 

We are particularly interested in approaches to speech recognition that will allow us to engage 
our twin goals of technology and science in a common framework.  As we proceed, it is also 
worthwhile to reflect a little bit on the many criteria by which one can and must evaluate 
progress.  The first obvious sanity check is the actual performance in terms of error rates of 
such a system in clean environments.  A second is the degree of robustness of such a system 
to variability across speakers, channels, noise, and in particular its ability to generalize from its 
training set to novel examples.  A third is the simplicity of design, the modularity of its structure, 
the adaptability to new tasks, the ability to diagnose breakdowns in performance, and so on.  
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Most importantly, however, in the process of building speech recognition systems, we are 
looking for insight into the fundamental principles that might underlie the processes of human 
and machine speech perception. 

It is with these philosophical sensibilities that we have been pursuing for some time an approach 
to speech recognition that is based on the notion of distinctive features, tries to recover them 
from the signal, and use them as a basis for lexical access.  The approach is influenced greatly 
by Ken Stevens’ many contributions to speech science as well as many others who have 
elucidated aspects of speech over the last fifty years. 

THE NOTION OF DISTINCTIVE FEATURES 
Our goal is to construct a machine that takes as its input the speech signal and produces as its 
output, the lexical items (informally, the words). This immediately raises the question of 
representation – how are lexical items represented so that they may be retrieved from memory 
in the recognition process?  

First off, if we acknowledge that words are discrete objects, then, at the very least, a symbolic 
inventory is needed with which words are to be represented.  This might lead one naturally 
enough to the notion of the phoneme but it was (among others) Jakobson’s great insight that a 
more fundamental atomic unit of language was the distinctive feature – and phonemes could 
then be treated as suitable complexes of such distinctive features (see Jakobson, Fant, Halle, 
1952 for an early feature system for which acoustic properties were investigated). 

Various feature systems have since been proposed but almost all reasonable ones attempt to 
capture the natural classes in phonology. Arguments for the existence of such natural classes 
come from a variety of phenomena – (i) phonological arguments showing how phonemes 
behave as a class as they participate in phonological processes (e.g.  Chomsky and Halle, 
1968) (ii) articulatory commonalities between phonemes in a class (e.g.  Keyser and Stevens, 
1994) (iii) perceptual classes as evidenced by the block diagonal structure of confusion matrices 
(e.g.  Miller and Nicely, 1955) (iv) acoustic regularities (e.g.  Jakobson, Fant, Halle, 1952). 

Distinctive features, in this sense, provide a compact symbolic system with which the lexicon is 
represented.  Given this, the problem now irrevocably becomes – what sort of transformations 
should we perform on the speech signal so that lexical access is simplified.  The first step in this 
set of transformations is the extraction of distinctive feature values from the speech signal. 

1.1  Principles for a Feature Based Approach 
Lexical representation in terms of features is only one aspect in our overall approach to speech 
recognition.  We list below several principles that we wish to explicate in the construction of our 
system. 

1. The lexicon is represented in terms of distinctive features. 

2.The features are associated with natural articulatory gestures and associated acoustic 
consequences. 

3. Acoustic correlates of distinctive features are heterogenous and class specific.  Thus, 
for example, the feature [voice] can be correlated with Voice Onset Time (VOT) for 
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plosives in syllable initial position and with low frequency energy for fricatives.  Or, for 
example, the relevant acoustic cues that distinguish between /p/ and /b/ are likely to be 
very different from those that distinguish between the vowels /a/ and /u/. Therefore, 
multiple representations will need to be constructed. 

4.Acoustic cues are local in time and frequency.  For example, the cues that distinguish 
between the different vowels lie mostly in the formant regions – therefore, irrelevant parts 
of the time-frequency plane can be perturbed leading to little loss in recognition 
performance. 

5. Regions of change or transition in the speech signal are perceptually salient.  (see 
Furui, 1986; Koreman et al, 1998). Of particular relevance are landmarks (Stevens, 2002) 
around which further context dependent processing might occur.  

These are the principles we wish to express computationally.  We view features, therefore, as a 
point of entry to understanding and exploring perceptual mechanisms and to understand 
invariance and variability in speech processes. 

In the context of automatic speech recognition, such feature based or acoustic phonetic 
approaches were attempted in the 1970’s as part of the DARPA program in the United States.  
Such attempts were formulated in a mostly rule based framework and ultimately proved to be 
brittle due to their inability to capture the inherent variability in the speech signal.  Since then, 
feature based approaches have not been part of the technologically oriented mainstream 
speech recognition community.  (There have been notable exceptions, of course.  See Stevens, 
2002; Kirchoff, 1996; Koreman, 1998, Tang, Seneff, and Zue, 2003, Juneja and Espy-Wilson, 
2003 and references in those papers for some recent examples). We feel it is time to revisit the 
approach more vigorously in a modern statistical learning context. 

PULLING OUT THE STOPS 
The first technical challenge arising in the research program is to create a viable computational 
framework within which one may concretely pose and solve the problem of extracting features 
from the acoustic signal.  Such a framework must allow one to combine the insights from 
speech science with the power of statistical learning in a useful way.  We discuss a possible 
framework in the context of a task that is of interest in speech recognition, transcription and 
alignment ---- detecting stop consonants in continuously spoken speech.  Depending upon the 
feature system one adopts, this may be viewed as a framework for detecting manner features 
(broad classes) or articulator-free features or landmarks (Stevens, 2002). What follows is a 
summary of work reported at length in Niyogi and Sondhi (2002) and Niyogi and Burges (2002). 

Framework 
Stop consonants are produced by causing a complete closure of the vocal tract followed by a 
sudden release.  Hence they are signalled in continuous speech by a period of extremely low 
energy (corresponding to the period of closure) followed by a sharp, broadband signal 
(corresponding to the release). As a result, stops consonants are highly transient (dynamic) 
sounds that have a varying duration lasting anywhere from 5 to 100 ms.  In American English, 
the class of stops consists of the sounds { p,t,k,b,d,g}. 
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In order to build a detector for stop consonants in running speech, the speech signal, s(t), is 
characterized by a vector time series with three dimensions — (i) log(total Energy) (ii) 
log(Energy above 3kHz) (iii) spectral flatness measure based on Wiener Entropy. All quantities 
are computed using 5 ms windows moved every 1 ms.  Multitapered estimates (Thomson, 
1982) are computed for the spectra from which energies and Wiener entropy are then 
calculated.  Thus, we have x(n)=[x1(n) x2(n) x3(n)]' where n represents time (discretized in units 
of milliseconds) and x1 through x3 are the three acoustic quantities that are measured every 1 
ms.  Energies at 1 ms intervals potentially allow us to track rapid transitions that would 
otherwise be smoothed out by a coarser temporal resolution.  The Wiener entropy based 
flatness measure can be interpreted as a Kullback-Liebler divergence between S(f,t) and a flat 
spectrum.  It is also related to the predictability (and therefore noisiness) of the process s(t). 
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Figure 1.  Portion of the speech waveform s(n),(top panel), the associated three-
dimensional feature vector, x(n) (middle panel), and the desired output y(n) 
(bottom panel) marking the times of the closure-burst transition. 

We can pose the stop detection problem as trying to find an operator on the feature vector time 
series that will return a single dimensional time series that takes on large values around the 
times that stops occur and small values otherwise.  The most natural points in time that mark 
the presence of stops are the transition from closure to burst release.  Shown in fig. 1 is an 
example of a speech waveform s(n), the associated feature vector time series x(n) and a 
desired output y(n). The technical goal is to find an operator h on the time series x(n) that 
produces an output yh(n)=h°x(n) such that ||y-yh|| is small in some sense (norm). Specifically, if 
we choose the optimal operator according to the criterion 

                            hopt=argminh∈HR(h)=E[(y-yh)2]=E[(y-h°x)2] (1) 
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It is easy to show that this is equivalent to approximating (by yh) the conditional density time 
series p(n)=E[{y(n)}|{x(n)}]=P(y(n)=1|{x(n)}) for the case when y(n) takes values in {0,1}. Thus 
p(n) is the conditional probability of a stop at time n given the time series {x(n)}. 

In actual practice, we deviate from the formulation of eqn. 1 since we don’t have access to the 
true distribution that generates the time series {x(n),y(n)} and so cannot compute R(h). We 
actually approximate R(h) by a regularized empirical risk Remp(h) computed from labelled 
examples (training data) and a suitable complexity penalty (regularization) C(h) given by 
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Here, N is the number of sentences in the training set.  Each sentence corresponds to a 
particular realization of the process (x,y) and Nk is the length of the kth sentence.  Let the kth 
sentence in the training set have mk stops with corresponding closure-burst transitions occuring 
at times nkl (l∈{1,...,mk}) respectively.  Then y(k)(n) is 0 everywhere except for values of n=nkl 
where it takes the value 1. The weighting function, w(k)(n), is also 0-1-valued with w(k)(n)=1 
everywhere except for 0<|n-nkl|<W where it takes the value 0. Finally, the kth filtered output, 
y(k)

h(n), is given by y(k)
h(n)=h°x(k)(n). 

Some remarks are in order:  

1. If the class H from which h is chosen corresponds to a linear operator, this reduces to an 
optimal filter design problem whose solution can be solved by adaptive means using Recursive 
Least Squares techniques.  Taking derivatives of energy (correspondingly differences of energy 
at successive times as done in Liu, 1995) corresponds to a particular choice of the linear filter h. 

2. The function w(k)(n) serves to weight the data so that parts of the signal near a stop 
transition (but not exactly at it) are not taken into consideration — it acts as a “don’t care” region 
because it is not completely clear what a desirable output is near a transition. Further, from a 
numerical point of view, this allows the output y(k)

h some time to move smoothly from 0 to 1 and 
back again to 0 at the stops.  In our experiments, the value of W was set at 6, i.e., a don’t care 
region was effective from 5 ms before to 5 ms after a closure-burst transition.  An optimal choice 
of W was not attempted. 

3. In our experiments, with linear filters, we kept the support of such filters to 11 on each 
dimension of the three dimensional space. Thus there were (33=3×11) free parameters for the 
linear filter that were then optimally learned from the training data in the manner described.  On 
a test sentence, stops were detected by thresholding the output yh obtained by filtering the 
feature vector x with h. 

4. The class H can be made non-linear.  For example, in Niyogi, Burges, Ramesh (1999), it 
is shown how the Support Vector Machine framework of Vapnik (1998) can be utilized to train 
non-linear detectors.  Since the class of non-linear detectors can be very large, the complexity 
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penalty C(h) becomes particularly important here.  A full discussion of the issues that arise is 
beyond the scope of the current paper. 

EXPERIMENTAL RESULTS 
We present results of several stop detection algorithms on the TIMIT database.  All results are 
presented on dialect region 4 of the test set containing 32 speakers, 16 male and 16 female 
saying ten sentences each resulting in a total of 320 sentences in all.  At every point in time 
(ms), the detection algorithm could potentially postulate the existence of a stop — clearly, as in 
any detection problem, one will need to balance the false acceptance rate (percentage of false 
detects, i.e., insertions) against the false rejection rate (percentage of stops not detected). As 
one varies the threshold for acceptance, corresponding ROC curves are generated and shown 
in fig. 2 are ROC curves for three different algorithms that we describe briefly below. 

Three different algorithms are compared.  A basic approach taking derivatives in energy bands 
(similar to Liu, 1995) yields the ROC curve labeled ’DERIV’ in fig. 2 with an equal error rate of 
20%. An approach finding an optimal linear filter as described in the previous section yields the 
ROC curve labeled ’LINEAR’ with an equal error rate of 16%. Finally, an approach based on 
non-linear operators (labeled ’SVM’) yields an equal error rate of 11%. 
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Figure 2.  ROC curves for stop detection on TIMIT using three different 
algorithms. 
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In conclusion, we see that the basic filtering framework allows us to pose the detector problems 
formally.  Utilizing detectors of increasing complexity, we are able to improve the equal error 
rate from 20% to 11%. The ’*’ shown in the plot corresponds to the performance of a full blown 
HMM (32 mixtures; 3 state left-to-right models; 47 phonemes; free grammar; 450,000 
parameters). The HMM was trained on an extremely large data base with similar acoustic 
characteristics and run on the TIMIT sentences.  The HMM output was decoded to segment the 
signal into stops and non-stops.  Each closure-burst transition was considered to be correctly 
detected if it fell anywhere within a segment postulated as a stop by the HMM. This is a 
concession to the fact that the HMM is not designed to specifically locate the closure-burst 
transition.   

ERROR ANALYSIS AND ROBUSTNESS 
A number of additional studies were conducted to obtain a better understanding of the 
performance of stop detectors developed within the paradigm above.  For example, we 
examined the phonetic contexts to the left and right of false insertions for our stop detection 
algorithm.  In general, the most common left contexts are “q” (glottal stop); “h#” (silence; 
presumably preceding the sentence); “pau” (pause); “n” (presumably due to the nasal closure); 
“th” (dental fricative; this has a partial closure and broadband nature). The most common right 
contexts are “q”; “ch”; “jh”(affricates having some stop like properties); “s” (strident fricative); 
“ae”;”ix” (all vowels; presumably preceded by glottalization or silence or having noticeable pitch 
pulses). 

The detectors that were trained on TIMIT were tested on NTIMIT to study the degradation that 
occurs due to a change of acoustic channel (in this case the telephone channel). A detailed 
study of this degradation suggested that the best predictor of detector performance was given 
by the instantaneous SNR (signal to noise ratio) at the stop burst.  These studies were further 
corroborated by observing detector performance when controlled amounts of global and local 
noise was added.  In reverberant acoustic conditions, the speech signal arrives at the listener 
after being convolved by the impulse response of the room in which conversation is being 
conducted. Therefore, if one considers the transition from a vowel into a closure and a burst for 
the stop consonant, one finds that in natural reverberant environments, the vowel echoes into 
the closure and the fidelity of the closure-burst transition — so stereotypical in laboratory 
speech — is greatly compromised.  How do humans operate in such environments?  What 
properties of the closure-burst transition remain relatively invariant to reverberation?  How can 
we make automatic detectors invariant?  These are difficult questions and studying them for a 
completely integrated modern speech recognition system leads to enormous difficulties of 
effective diagnostic analysis for a multimillion parameter system (as modern ASR systems often 
are). Because the feature based approach modularizes the system development into feature 
modules, robustness can be studied separately for each feature and diagnostics are easier to 
perform in this context. 

OTHER FEATURES 
Various other feature detector problems have been considered by the author and colleagues at 
Bell Laboratories and The University of Chicago.  A detailed discussion of these feature 
detectors is beyond the scope of the current paper.  However, we briefly mention a few other 
problems that have come under investigation. 
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Sonorants and Obstruents:  A very basic distinctive feature in human languages is the sonorant-
obstruent distinction.  Roughly speaking, obstruent sounds are produced with closed or partially 
closed vocal tracts while sonorant sounds are produced with open and therefore resonant vocal 
tracts.  The acoustic consequence of this is that sonorant sounds tend to have (i) periodicity (ii) 
formant structure.  The presence of periodicity can be detected easily enough.  The presence of 
formant structure can be handled by measures of spectral balance.  This leads to two classes of 
detectors that can be trained within the same formulation as described above.  Shown in fig. 3 
are the ROC curves for three different regions of sonorants and obstruents (beginning, middle, 
and end) using a detector based on spectral balance.  Note that equal error rates for the 
sonorant-obstruent distinction at the center of each phoneme can be as low as 2 percent.  More 
interestingly, it was found that this distinction was extremely robust persisting at signal to noise 
ratios of 0 to 10 dB. 

0 0.05 0.1 0.15 0.2 0.25
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

Obstruent Error Rate

S
on

or
an

t E
rr

or
 R

at
e

Linear Separator ROC Curve (LDA)

M

B

E

 

 

Figure 3.  ROC curves for sonorant-obstruent distinctions plotted separately for 
the beginning (B), middle (M) and endings (E) of phonemic segments. 

 

Nasals:  Another problem that we have considered is the reliable detection of nasals as a 
subclass within sonorant sounds.  In American English, nasals almost always occur in the 
context of a vowel.  The transition from vowel to nasal (or vice versa) is characterized by an 
abrupt loss of energy in the region of the second formant.  Thus a detector for Vowel-Nasal (or 
Nasal-Vowel) transitions can formulated in the same framework as stops but with a different 
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representation making use of energies at the formant regions.  Detectors for such transitions 
have been constructed and ROC curves for separating nasals from vowels are shown in fig. 4. 
The two curves correspond to constructing detectors that take energy differences in formant 
regions and those that are optimized according to the general framework presented here. 
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Figure 4.  ROC curves for separating nasals from vowels using energy profiles in 
the formant regions.  The two ROC curves correspond to taking energy 
differences and training an optimal detector in the more general framework. 

Audio Visual Cues:  In many cases, the articulatory gestures associated with distinctive features 
can be best captured in the visual domain by a lip tracking algorithm.  We have considered the 
possibility of fusing such audio visual cues for better feature extraction.  Details are provided in 
Niyogi etal 1999 and an illustrative example is shown in fig. 5 where a segment of speech 
corresponding to the word /kup/ is shown.  The stop detector fires at the stops but the interlip 
distance goes down to zero only at the labial closure. In the example shown, the acoustic signal 
is extremely noisy and we see that the stop detector output is correspondingly noisy and 
unreliable.  In contrast the lip tracker is reliable.  A feature based framework has the advantage 
of providing a natural common model whose parameters may be jointly estimated from visual 
and acoustic cues simplifying the task of data fusion from multiple modalities. 
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Figure 5.  The speech signal, the stop detector, and the interlip distance plotted 
as a function of time. 

 

Context Dependent Features:  A number of features like voicing, the place of consonantal 
articulation, and so on have been investigated. For example, Niyogi and Ramesh (2003) shows 
how to combine the stop detector with further context dependent processing around the burst 
landmarks to extract an estimate of VOT (Voice Onset Time). The approach described therein 
shows significant improvements over a mainstream baseline HMM based system for a spoken 
letter recognition task. 

While the previous sections have described only some of our own efforts, it is important to keep 
in mind that various researchers across the world have taken steps in roughly similar directions 
though details of algorithmic frameworks, feature sets, and recognition tasks differ greatly. 

THE NONLINEAR GEOMETRY OF SPEECH SOUNDS 
We clearly see that nonlinear detectors perform significantly better than linear detectors for the 
stop detection problem.  Here we reflect on the nonlinear structure of these detectors and relate 
them to perceptual phenomena.  In particular, we focus on the perceptual magnet effect and the 
closely related phenomenon of categorical perception. Imagine S to be the set of possible 
speech sounds.  Then one can consider many different metrics on this set and these may be 
grouped into three important classes.  First, there is the notion of acoustic distance where 
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distances are measured in the signal space.  Second, there is the notion of perceptual distance 
which is the distance between these signals as humans perceive them through our sound 
perception apparatus.  Finally, one may consider the notion of articulatory distance which is 
measured in the space of articulatory configurations corresponding to these sounds.  It has 
been well appreciated by the speech science community that relationships between these 
distance metrics are nonlinear.  For example, the quantal theory of speech (Stevens, 1989) 
outlines how the articulators could move smoothly and yet the acoustics might change abruptly.  
This nonlinear relation may be the basis for linguistic category formation. 

In the perceptual magnet effect, Kuhl (see, for example, Kuhl and Iverson, 1991) and others 
have characterized the nonlinear relation between acoustic distance and perceptual distance.  
In our example of stop detection, the space X is a 33-dimensional space consisting of the 
dynamic patterns of energy profiles and Wiener entropy.  In this space, a natural acoustic metric 
is given by dA(x,y)=|x-y| where |x-y| is the usual Euclidean distance in the space.  Now the task 
of learning a good detector was seen to be equivalent to learning a function f:X→R such that the 
patterns corresponding to distinctive closure-burst transitions were separated from others.  A 
good detector has the property that in regions of the space corresponding to patterns of 
plosives, the function f takes positive values and in other regions, the function takes negative 
values.  Thus one may develop the notion of iso-perception sets as 

Xf,θ={x∈X | f(x)=θ} 

All points in Xf,θ are interpreted as equally plosive like by the detector.  Further, one may also 
develop the natural notion of a perceptual distance imposed by the detector as  

dP(x,y)=|f(x)-f(y)| 

Now consider a point x∈X. Then if one takes a step ∆x in the acoustic space, one can 
determine the perceptual distance as (by Taylor’s approximation)  

dP(x,x+∆x)=|f(x+∆x)-f(x)|≈(∆x)⋅(∇f(x)) 

where ∇f(x) is the gradient of f evaluated at x. Finally, the perceptual warp may be defined as 
the maximal possible change in perceptual distance by taking a step of size a in acoustic space 
in any direction.  

sup|∆x|=adP(x,x+∆x)=a|∇f(x)| 

Thus we see that the magnitude of the gradient of the detector f determines the perceptual warp 
at each point x in the space.  Shown in fig. 6 is a plot of this perceptual warp as a function of the 
distance to the boundary.  We see that perceptual discriminability is high at the boundary and 
low far away from the boundary.  Thus, the detector seems to realize something like the 
perceptual magnet effect though no explicit attempt was made to program such an effect in. 
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Figure 6.  The perceptual magnet effect and SVM based nonlinear detection.  
Each data point corresponds to an acoustic example denoted by “+” for stop 
consonants and “o” for the rest.  The x-value for each data point denotes the 
distance to the optimal hyperplane found by the SVM technique.  They-value for 
the same data point denotes the magnitude of the perceptual change for a unit 
change in acoustics in the direction of greatest perceptual change along the 
perceptual manifold 

In general, the whole question of non-linearities in speech space suggests a program of 
research that needs to be worked out.  Since the space of speech signals are produced by the 
vocal tract, they fill up a small low dimensional manifold embedded in the ambient higher 
dimensional space of all acoustic signals.  The relationships between distance in the ambient 
acoustic space, the geodesic distance along this manifold, the distances imposed by classifiers 
on the space, the distance in the articulatory space and the distance in the perceptual space 
need to be better understood in geometric terms.  Such understanding will clarify the nonlinear 
processes inherent in speech production and perception and may be the basis of future 
recognition systems. 

IMPORTANT FUTURE DIRECTIONS 
Most of our research effort has been concentrated on the development of algorithmic 
frameworks for detecting particular distinctive features.  While this has provided insight into 
various acoustic properties of the speech signal and their deterioration under adverse acoustic 
conditions, the fact remains that these detectors will need to be integrated in a system that 
performs full phonetic recognition. 
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There are three important directions for future research.  First, we need to consider frameworks 
for the integration of the feature detectors for phonetic recognition and lexical access. A picture 
that is beginning to emerge is one where at the front end, multiple representations are created.  
For each feature of interest, a separate acoustic representation is developed – a representation 
in which that feature best expresses itself.  In such a representational space, optimal detectors 
are constructed that separate positive instances of the feature from negative ones.  The outputs 
of such feature detectors are then processed by a finite state back-end during lexical access.  
The back end implements a transducer from Σ1

* to Σ2
* where Σ1 consists of featural elements 

and Σ2 consists of phonetic elements.  Thus a featural lattice can be decoded in phonetic terms 
for acoustic-phonetic decoding.  Various decoding strategies that have been developed in the 
context of speech recognition over the years may be brought to bear on this question.   

Second, we need to formulate a coherent strategy for context dependent processing and 
decoding.  For example, broad class features such as manner features or landmarks may 
trigger the processing of further feature detectors that are relevant for a smaller number of 
candidate phonetic distinctions.  For example, a stop detector may trigger the processing of 
place of articulation distinctions.  Place of articulation distinctions manifest themselves 
differently in the acoustic signal based on whether the class in question consists of stops, 
fricatives, nasals and so on.  Similarly, voicing distinctions also manifest themselves differently 
for stops in syllable-initial and syllable-final positions and differently for fricatives.  These kinds 
of context independent distinctions need to be managed coherently and it is conceivable that a 
framework of Bayes Nets or Graphical Models may be an appropriate one (see Livescu, Glass, 
and Bilmes, 2003 for some ideas). 

Third, we need to better understand how the system as a whole may be invariant to noise, 
channel, speaker, and other kinds of transformations.  One may study the issue of invariance for 
particular features separately and we have argued that this may be a manageable albeit difficult 
task.  Different feature detectors are seen to have different levels of robustness and a second 
level of invariance arises from being able to selectively ignore feature detectors that are 
unreliable in the process of lexical access.  What may appear on the face of it to be severe 
acoustic degradation may be analyzed as partial feature degradation and lexical access may be 
possible with partial feature specifications.  Computational frameworks for this kind of 
phonological invariance need to be formalized. 

Whether or not a system based on these principles will ultimately change the state of the art 
beyond the present remains to be seen.  However, it is hoped that in the process of constructing 
such detailed acoustic phonetic models, we will at least engage researchers in speech 
acoustics and speech perception and a better understanding of the underlying phenomena will 
emerge. 
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